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Abstract—In this paper, we address the problem of no-reference
quality assessment for digital pictures corrupted with blur. We
start with the generation of a large real image database containing
pictures taken by human users in a variety of situations, and
the conduction of subjective tests to generate the ground truth
associated to those images. Based upon this ground truth, we
select a number of high quality pictures and artificially degrade
them with different intensities of simulated blur (gaussian and
linear motion), totalling 6000 simulated blur images. We exten-
sively evaluate the performance of state-of-the-art strategies for
no-reference blur quantification in different blurring scenarios,
and propose a paradigm for blur evaluation in which an effective
method is pursued by combining several metrics and low-level
image features. We test this paradigm by designing a no-reference
quality assessment algorithm for blurred images which combines
different metrics in a classifier based upon a neural network struc-
ture. Experimental results show that this leads to an improved
performance that better reflects the images’ ground truth. Finally,
based upon the real image database, we show that the proposed
method also outperforms other algorithms and metrics in realistic
blur scenarios.

Index Terms—Blur, image quality assessment.

I. INTRODUCTION

W ITH the massive popularization of digital cameras, ef-
ficient quality evaluation algorithms became necessary

as a means to select images for a final application, discarding the
ones that do not meet a minimum quality level (e.g., printing).
In this scenario, blur can be considered one of the most common
causes of quality loss seen in digital pictures. Typical causes of
blur can be the incorrect focus of either the whole image (global
out-of-focus blur) or the subject of interest (localized out-of-
focus blur), as well as significant camera movement during ex-
posure (motion blur).

Algorithms for blurred image analysis have been investigated
for more than 30 years [1]–[8]. Classical approaches for blur
identification are usually performed in some frequency domain
of the degraded image. They inspect the log-power spectrum
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or the cepstrum of the images to locate zero-crossings or
peaks that characterize the PSF, and use maximum-likelihood
methods to estimate the blur parameters. Traditional methods
have proven to be very sensitive to noise, and do not perform
well for nonuniform focus or nonlinear motion blur. Other
nontraditional methods to estimate the blur parameters involve
the use of vector-quantization dictionaries [9], [10], neural
networks [11], [12], or propose alternative domains [13], [14].
In [15], the authors proposed a MAP algorithm to estimate the
blur PSF that is not constrained to uniform blur or linear motion
of the camera. Multidimensional models were also used as a
means to assess image quality [16].

While all the methods cited previously perform blur identi-
fication (and, indirectly, quantification), their final goal is, in
general, to be able to restore degraded images. In view of that,
their identification methods are oriented to estimate relevant
parameter information for the reconstruction process. For that
reason, they tend to be much more computationally complex
than a method aiming simply at the quantification of blur in im-
ages. Also, they are typically designed to address specific (and
simple) models of blur. In quantification methods, one is typi-
cally interested in extracting relevant features that indicate the
presence and amount of blur in degraded images, without being
concerned with the causes of the blur or the restoration of the
image.

Quality assessment techniques can be divided into three main
categories: full-reference, reduced-reference and no-reference
measurements [17]. Full-reference techniques assume that a
complete, undegraded version of the image is available, and
the quality assessment is made based upon a comparison of the
two images, such as, for example, the mean square error, cross
correlation or any fidelity criterion. In a reduced-reference
method, there is no access to the full nondegraded image, but
only to a few extracted features, and the quality assessment
is based upon the comparison of the features obtained from
the nondegraded and degraded images [18]. In many practical
applications, however, the reference image is not known, and a
no-reference quality assessment is desired.

In this scenario, many image quality metrics have been pro-
posed in the literature. In [19], a detailed statistical analysis of
the behavior of many objective quality measures is made. The
authors divide the measures into six main categories: measures
based upon pixel difference, correlation based measures, edge
quality measures, spectral distance measures, context measures
and human visual system (HVS) based measures. However, the
vast majority of the analyzed metrics rely on the knowledge of a
reference image, and applications that do not have access to the
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reference image cannot make use of such metrics. In [20] and
[21], image quality is assessed by measuring structural similar-
ities between reference and degraded images. These methods,
however, also assume that a perfect quality version of the image
is available. Reduced-reference metrics based upon the human
visual model and on the wavelet transform have been also pro-
posed for video applications [22], [23], but, still, some knowl-
edge of a reference is required.

In [17], the authors attribute the difficulty of designing ob-
jective no-reference quality assessment algorithms to the lim-
ited understanding of the HVS and the corresponding cogni-
tive aspects of the brain. Nonetheless, a variety of no-refer-
ence quality assessment methods have also been proposed in the
literature. A low complexity, no-reference metric based upon
an analysis of the edges and adjacent regions in an image is
proposed in [24], with applications to JPEG2000. The algo-
rithm performance is evaluated based upon subjective experi-
ments. In [25], a noise immune no-reference metric is also pro-
posed, based upon image sharpness and on the wavelet trans-
form. However, these methods typically target image sharpness
as the quality metric, and realistic images, where composite
scenes are very often found, are not effectively evaluated by
such schemes. A more detailed discussion of these strategies
can be found in [26].

In this paper, we provide an extensive analysis of the perfor-
mance of four traditional no-reference blur quantification strate-
gies [24], [27]–[29] and propose a paradigm in which different
features are combined to other algorithms aiming at creating an
effective evaluation method. Our goal is to develop a generic
no-reference metric, to be used in a variety of blur scenarios
and not oriented to any specific coding artifact. We test this par-
adigm by designing a no-reference quality assessment method
that uses a neural network architecture with a number of met-
rics as inputs. In order to assess the algorithms’ performance,
120 high resolution, high quality images were distorted by a
Gaussian filter with varying intensities (to simulate out-of-focus
blur) and by a linear kernel (simulating linear motion blur), re-
sulting in a set of 6000 degraded images. Experimental results
show that the proposed approach leads to an overall improve-
ment when compared to single metrics in more generic blurring
scenarios. Also, the performance of the proposed algorithms is
compared against other methods in realistic blur scenarios. In
order to do that, an image database was obtained, containing
585 high resolution pictures taken in a variety of real situations
by human users. Then, a framework for the subjective evalua-
tion of the database images was setup inspired on the ITU-R
500 Recommendation, and the ground truth (average subjective
grade) for each image on the database was obtained. The data-
base, along with the subjective grades obtained in the psychovi-
sual experiments is freely available to the research community
at [30]. We show that the proposed method also offers signif-
icant improvement over other algorithms for realistic blurring
scenarios.

This paper is organized as follows. In Section II, we pro-
vide an overview of typical approaches for no-reference blur
quantification methods. In Section III, we describe the method-
ology for the algorithms’ analysis, including the generation of

the image database and the psychovisual subjective test frame-
work. In Section IV, we describe the neural network approach
used to test the proposed paradigm. In Section V, we provide
the simulation results for simulated and realistic blur scenarios.
Section VI concludes the paper.

II. OVERVIEW OF TYPICAL BLUR QUANTIFICATION METHODS

Many blur quantification methods exploit the fact that the
blurring process degrades the high-frequency information
present in the image. Out-of-focus blur is frequently modelled
by the convolution of the image (or part of the image) with
a Gaussian kernel, where its variance is associated with the
amount of blur. In the motion blur case, the process degrades
specific directions in the frequency domain. In this context,
quantification algorithms can be roughly divided in two main
classes: the ones that analyze high-frequency content in the
frequency domain (e.g., by computing a transform) and the
ones that analyze this information in the spatial domain (e.g.,
by analyzing edges). In another context, HVS characteristics
are often incorporated into objective quality measures. In this
paper, we selected four well-cited no-reference algorithms
proposed in the literature, to be used as a basis for comparison.
These algorithms are discussed in more detail in the following
paragraphs.

In [28], the authors propose an algorithm to measure the
image quality in terms of global blur. The algorithm exploits
the already available DCT information in MPEG and JPEG
compressed data and is based upon histogram computation
of transform coefficients to allow a quick qualitative char-
acterization of images and video frames. In order to be as
independent as possible of image content, their algorithm looks
at the distribution of null coefficients instead of the values
themselves (blurred images tend to have a large number of their
high frequency coefficients set to zero). All DCT coefficients
below a threshold are considered as not relevant for the final
computation. Only the ones that appear 10% as often as the DC
coefficient are taken into account for the blur determination.
The quality measure is obtained by using a weighting grid
that gives more importance to the coefficients on the central
diagonal of the DCT matrix, since they better characterize
global (circular, nondirectional) blur. The authors claim that
the subjective tests carried out have shown that their method
presents results consistent with the image quality rating given
by human viewers. However, while this method offers results in
accordance with subjective testing, it also has some important
drawbacks. First, as pointed out by the authors, it is very
sensitive to uniform background and over-illuminated images.
Also, its design was aimed at detecting and quantifying only
out-of-focus blur. The sensitivity to noise, as well as test cases
for realistic blur, were also not addressed in the paper.

In [29], a blur detection and quantification algorithm based
upon edge type and sharpness analysis using the Haar wavelet
transform (HWT) is proposed. The method takes advantage
of the ability of the HWT in discriminating edge types, and
can detect both out-of-focus and linear-motion blur. Edges
are classified into four types: Dirac-Structure, Roof-Struc-
ture, Astep-Structure, and Gstep-Structure, the last two being
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derived from the Step-Structure type. Gstep-Structure and
Roof-Structure have an associated parameter, which indicates
the edge sharpness. After performing a HWT with three levels
of decomposition, an edge map is constructed in each scale.
After that, this edge map is partitioned, and local maxima in
each window are found. If the number of Dirac and Astep struc-
tures occurrences are above a threshold, the image is considered
blurred. Roof and Gstep structures are used (in conjunction
with their sharpness parameter) to compute the blur extent.
While this method is not sensitive to uniform background as is
the method proposed in [28], tests with realistic blur were also
not conducted.

In [24], a no-reference blur metric based upon edge length
is proposed. First, a sobel operator is used to detect edge loca-
tions on the luminance component of the image. Then, the edge
lengths corresponding to the distance between the starting and
ending positions of the edge are computed. The global blur mea-
sure is obtained by averaging the lengths over all edges found.
While this method shows good agreement with observer ratings
obtained in subjective experiments, the blur scenario considers
only gaussian blur, and the results are presented for a reduced
number of images, typically five to nine.

In [27], the authors propose an algorithm that uses HVS
features to improve the performance of an objective metric. In
this method, the image is divided into blocks of 8 8 pixels.
If the number of edges inside a block (edges are detected by a
Sobel operator) is above a threshold, the block is considered
marked for processing. Texture blocks are discarded based
upon the occurrence of marked blocks on a neighborhood. For
the remaining blocks, the average edge length is computed
based upon the method proposed in [24]. Then, a perceptual
weight based upon the contrast of the block is multiplied by
each block’s average length. The final blur measure is the
weighted average edge length. While this method shows an
improvement over [24], simulations still consider only gaussian
blur scenarios and a reduced number of test images, typically
four to five.

III. ANALYSIS OF TRADITIONAL METHODS

Although the methods discussed in Section II offer results
consistent to subjective tests performed by the authors, the test
cases, as mentioned before, considered only simplified models
of simulated blur and a small set of test images.

Also, while some blur types can be efficiently modeled
by Gaussian or simple linear kernels, and, in these cases, the
model’s parameters can be used to infer the degradation level,
for more realistic cases such strategy cannot be applied, since
a realistic blur model tends to be too complex. Therefore, it
is desired, in general, to generate a ground-truth for database
images, such that an algorithm’s performance can be compared
against it. Since replicating the human impression regarding
an image is the final goal for any image quality evaluation
method, the ground-truth is obtained by performing subjective
tests where users grade the images based upon their perception
of quality.

In this work, we evaluate the performance of the proposed
algorithm and the ones from Section II in two scenarios. First,

in the simulated blur scenario, we generate an image database
containing 6000 images degraded by either gaussian or linear
motion blur with different variances and kernel lengths. This is
done in order to validate the proposed method by showing that
it offers an improvement over many traditional algorithms and
low-level image features as a means to assess image quality.
In the second scenario, 585 images representing realistic blur
were graded by users in a subjective experiment, and the algo-
rithms’ performance was compared against the average subjec-
tive grades. In the following subsections, we describe the gen-
eration of each of the image sets and how the subjective exper-
iments were set up and conducted.

A. Realistic Blur Database

An image database, consisting of pictures taken by human
users was generated for a variety of scenes, camera apertures
and exposition times. The camera used in the database genera-
tion was an 8 Megapixel Cannon Powershot S3 IS. The images
were initially selected from a private database. Then other pic-
tures were taken and added to this set in order to better illustrate
typical blurring scenarios. They presented, for example, varying
lighting conditions and exposure times. The database currently
contains 585 images with resolutions ranging from 1280 960
to 2272 1704 pixels. By inspecting the database, it can be
seen that it not only contains typical, easy-to-model blurring
cases, but also more complex, realistic ones. To highlight this,
we have categorized the images in the database into five blur
classes (with number of images indicated inside parenthesis):
Unblurred (204), Out-of-focus (142), Simple Motion (57),
Complex Motion (63) and Other (119). The Out-of-focus class
consisted of the cases where the whole image was out-of-focus.
The Simple Motion class consisted of camera movements that
could be fairly considered linear, while the Complex Motion
case involved more complex motion paths. Finally, the Other
case included any other types of degradation. It includes any
combination of the main classes. An example is localized
out-of-focus blur. It also contains complex cases where during
the exposure time the flash was stroke, generating an image
with motion blur combined with some regions (frequently the
ones with objects closer to the camera) in perfect focus, due to
the stroke. Sample images can be seen in Fig. 1. This database,
available at [30], provides a realistic scenario that can help to
evaluate an algorithm effectiveness when assessing the quality
of pictures in an actual application, such as, for instance, online
printing services.

B. Psychovisual Tests Framework

The test framework was designed inspired in the ITU-R
500 Recommendation [31]. The recommendation describes
the procedures for an experiment where subjects should grade
images based upon their quality. The images were displayed
on a LG FLATRON F700P high-resolution CRT monitor with
a ATI RADEON 9200 video card, which allows maximum
resolution of 1920 1440. The image area in the test interface
was designed such that any image would be shown with at least
1.5 M pixels of resolution.

More specifically to this work, the subjects should grade the
images based upon their perception of the image degradation
due to blur.
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Fig. 1. Sample images from the realistic blur database. (a) Out-of-focus blur. (b) Simple motion blur. (c) Complex motion blur. (d) Other.

Before a test session, the user was carefully introduced to the
method of assessment and the types of impairment or quality
factors likely to occur, as well as the grading scale, the sequence
and timing. Since the main goal of this work is to address the
blur impact on perceived quality, subjects were also instructed
to assess images’ quality based upon the amount of blur present.
A typical session contained from 30 to 50 images. It lasted about
12 min, and started with a training sequence containing illustra-
tive pictures (not present in the test) that demonstrated the range
and the type of the impairments to be assessed. The first images
of the test had the purpose of stabilizing the observers’ opinion.
The grades assigned to these images were not taken into account
in the test results. Specifically for this experiment, the first five
grades of each user were discarded. The final grade of a test
image was obtained as the average of all subjective grades as-
signed to it (each image had a minimum of ten grades). In this
experiment, approximately 180 subjects graded the 585 images
from the real blur database described in Section III-A.

The test framework was developed in MATLAB and its in-
terface can be seen in Fig. 2. The quality grades used a contin-
uous scale with the markers:“excellent,” “good,” “fair,” “poor,”
and “bad.” The position “excellent” was numerically mapped to
the value 5 and “bad” to zero. After each image was graded, an
adaptation screen consisting of a mid-gray level was shown for
3 s.

C. Simulated Blur Database

The simulated blur database was generated from 120 nat-
ural images with average subjective scores above 4.5/5 from the
real blur database. Each image was corrupted using 25 different
gaussian kernels and 25 different linear motion kernels, gener-
ating 50 different blurred images from each of the 120 original
images, resulting in a total of 6000 images.

For the gaussian kernel, we have corrupted the images with
random values of variance varying from 0 to 0.5% of the
smallest dimension of each image, with a window of size equal
to six times the variance. For the linear motion kernel, we used
random values of length varying from 0 to 8% of the smallest
dimension of each image, with an angle uniformily distributed
between zero and 180 .

IV. PROPOSED SOLUTION

Our observations have led to the conjecture that individual al-
gorithms tend not to perform very well across all types of blur or
picture scenarios. In a simulated blur case, this may be attributed
to the fact that common assessment algorithms are typically de-
signed to address a single type of distortion, which usually com-
promises their performance in a more general scenario. In a re-
alistic blur case, poor performance may be due to the fact that
the human evaluation process makes a complex combination of
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Fig. 2. Psychovisual subjective test interface.

different features, which single assessment algorithms have dif-
ficulty to mimmic. Based upon this conjecture, we propose a
paradigm in which a number of simple features and evaluation
algorithms are combined to generate a more robust quality as-
sessment metric. To test this paradigm, we designed classifiers
based upon two neural network architectures and used as their
inputs a number of low-level blur metrics and image features.
Neural networks have been widely used as an efficient approach
for adaptive input-output mapping [32]. The synaptic weights of
the network are modified based upon a training data set. After
the training, the network is expected to map input data (which
did not belong to the training data) to output data. It is desired
that the network output shows a high correlation with the quality
grades (objective or subjective). In our case, the network can
be seen as to be performing a pattern classification task, where
the requirement is to decide to which of five classes (subjective
grades) an image corresponds to, based upon the input parame-
ters.

A. Input Parameters

As discussed previously, assessment methods based upon
single features may present poor performance in certain sce-
narios, such as noisy images, large uniform background areas,
or situations where the blur model does not fit to what was
assumed during the method’s development. Also, in realistic
scenarios, human assessment of blurred images tends in many
cases to be affected by several image features other than the
blur extent itself. Therefore, subjective quality assessment is
often influenced in a way that single measurement techniques
cannot predict. Due to this fact, in addition to the algorithms

from Section II (namely: Frequency Domain Metric [28], Spa-
tial Domain Metric [29], Perceptual Blur Metric [24] and HVS
Based Metric [27]), other metrics and a few low level param-
eters were also added as inputs to the network. These features
are detailed in the following. Their goal is to provide additional
information to the network, allowing the development of a
more robust algorithm, which can show a better performance
for a larger variety of blur conditions.

1) Local Phase Coherence: In a previous work [33], we have
proposed a no-reference blur metric based upon the ideas in [34]
and [35]. In this algorithm, an overcomplete wavelet transform
[36] of an input image is computed. Due to wavelet properties, it
is expected that coefficients of subbands with same orientation
are located on similar positions. As shown in [34], the presence
of blur tends to introduce phase incoherence, causing these po-
sitions to slightly change from subband to subband. Inspired by
the work in [35] we created an algorithm that separates the bands
into coherent wavelet coefficients and incoherent coefficients.

Coefficients are classified as coherent or incoherent based
upon an adaptive threshold. In what follows, we consider
the th scale of the wavelet decomposition of the image in the
direction (where can be or , corresponding to the hor-
izontal or vertical direction, respectively), with being the
highest frequency. Each scale of the wavelet can, therefore, be
expressed as

(1)

where contains the coherent coefficients (with the inco-
herent equal to zero) and contains the incoherent coeffi-
cients. In order to find the appropriate threshold value for the
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Fig. 3. Basic network architecture. All inputs are fed to all neurons on the hidden layer of the network. This layer’s outputs are then fed to the output layer, which
will decide to which class of grades the image belongs to.

considered image, we start by multiplying adjacent wavelet sub-
bands, which enchances coherent coefficients and weakens in-
coherent ones (due to the spatial correspondence of coherent co-
efficients across bands). The adaptive threshold value is found
by the following algorithm.
For and , do:

1) set the threshold ;
2) for all pixels , if ,

then and ; else,
and ;

3) compute , the variance of , and set ;
4) compute new ;
5) if , then set and

go to step 2; else, end algorithm.
It typically takes around three iterations to this algorithm to

converge. Once it has converged, the blur measurement is cal-
culated as the mean of the standard deviations of and .

2) Mean Brightness Level: While not directly related to high
frequency content or spatial domain features, average luminance
levels may also influence subjective grades, since they are re-
lated to the operating point of the perception cells present in the
retina [37]. For an image, the mean brightness level is
computed as

(2)

where corresponds to the pixel value at position .
3) Variance of the HVS Frequency Response: Psychovisual

models have been used in some no-reference quality assessment
methods. The HVS model suggests that the system is most sen-
sitive to midfrequencies and less sensitive to high frequencies.
The frequency response of the visual system can be approxi-
mated as [38]

(3)

where cycles/degree, and and
are constants. Typical values used are [38]:

, and .
After the image is filtered by the HVS response, its variance

is computed and divided by the mean luminance value of the
image. The result is used as input parameter to the neural net-
work.

4) Contrast: It is known that human perception is much more
sensitive to luminance contrast than absolute luminance values
themselves [37]. The perception of luminance at a point is af-
fected by the luminance of its surroundings. The depth of con-
trast of an image can be simply computed as

(4)

where and are, respectively, the maximum and min-
imum pixel values for the image.

B. Input Calibration

In general, quality assessment methods predict subjective
quality in a nonlinear manner. Typicaly, this is accepted since
the nonlinearity can be compensated on a later stage. For
example, in both the VQEG Phase-I and Phase-II testing and
validation, a nonlinear mapping between the objective and the
subjective scores is allowed, and all the performance validation
metrics were computed after compensating for it [39].

In order to maximize correlation between metrics and ground
truth, and also help the neural network to perform its job, we
have used five-parameter nonlinear mapping functions to com-
penssate for input nonlinearities. The mappings were performed
for each input, for each of the four considered types of blur (sim-
ulated gaussian, simulated linear motion, a combination of both,
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and real blur). These mapping functions were based in the work
presented in [40], and have the following general expression:

mapping (5)

A fitting operation was used to find the best set of values
and . After applying the mapping function to the met-

rics, we also normalized the results to ensure that both metrics
and ground truth were always in the range .

C. Network Architectures

Many practical images show different blurring scenarios for
different regions (with the region of interest located more fre-
quently in the center of the image); in addition, the perceived
blur extent in one portion of the image may affect the one of
an adjacent portion. Due to this fact, we propose to divide each
input image in nine equally-sized blocks, and generate one set
of input parameters per block. The effects of this approach will
be compared to the simple approach where only one set of pa-
rameters (for the whole image) is given as input to the network.

For the network implementation, we considered two basic ar-
chitectures: a basic approach and a per-block approach. The
basic approach consisted of a traditional feed-forward network,
with the input layer (containing the selected features, or metrics,
obtained from the image), one hidden layer and one output layer
(Fig. 3).

In this approach, the eight input parameters are combined to-
gether in the first neuron layer, which contains a number of neu-
rons equal to half of the number of inputs. This layer’s output is
then combined on an output layer which decides to which class
the image belongs to. All the neurons in this network were sig-
moids with a hiperbolic tangent activation function.

In the per-block approach, the input parameters for each block
are individually fed to sets of four neurons (hiperbolic tangent
sigmoids), which are responsible to weight and generate nine
outputs corresponding to each block. These outputs will then be
combined by another neuron layer of linear type, (one neuron
per block) and then to an output layer, containing five hiperbolic
tangent sigmoid neurons for classification (Fig. 4).

Based upon the two main architectures presented previously,
three network configurations were simulated, as described in the
following.

• Basic Image Network: in this network, the image was not
divided in blocks, and only eight parameters were used as
input to the network architecture given in Fig. 3. Each pa-
rameter consisted of one of the eight metrics used, com-
puted for the whole image.

• Basic Block Network: in this network, the eight parameters
computed for each block (in a total of ) were
used as input to the network architecture given in Fig. 3,
being fed to all neurons on the hidden layer. In this case,
the hidden layer was modifies from Fig. 3 to contain 36
neurons.

• Block Block Network: in this network, the eight parameters
computed for each block were used as inputs to the network
architecture given in Fig. 4. Each set of eight inputs were
fed to a set of four neurons on the first hiden layer.

For the experiments conducted in this paper, all the networks
used a resilient backpropagation training technique.

V. RESULTS

Throughout this discussion we used, as measures of effective-
ness, the Pearson correlation and the Spearman’s rank correla-
tion [41] between reference grades (subjective or objective) and
the metric’s assessments. For two data vectors and , the
Pearson correlation, , (referred from here onwards simply
as correlation), is computed as

(6)

where is the covariande between vectors and ,
and and are their standard deviations. For the Spearman
correlation (referred to as rank correlation), the raw scores are
converted to ranks, and their correlation is computed according
to (6).

The simulations were divided in two main cases. In the first
one, only the 6000 simulated blur images were considered. In
the second, the 585 real blur images were used.

Also, based upon [42], a preliminary experiment was con-
ducted in order to verify if the chosen features and metrics
were indeed relevant. In this experiment, the neural network
was trained and tested in nine situations: in one of them, all
eight features were used as inputs. In the remaining eight cases,
each one of the features was excluded at a time. By doing
this, we could identify the features that were not contributing
to the quality assessment. The experiments conducted have
shown that all features contributed to improve the network
performance and, therefore, were not discarded. All network
inputs were processed with the mapping function described in
Section IV-B.

The validation of the network assessments followed a k-fold
strategy [43], [44]. It consisted in randomly dividing the data-
base in three sets, A, B, and C (with the same amount of images
in each). Then, these sets were combined two by two to create
the training set, while the third was used for testing. Therefore,
three possible combinations arised: 1) sets for training
and set C for testing; 2) sets for training and B for testing,
and 3) for training and A for testing. The final network
performance is taken as the worst testing set result (minimum)
from all 3-folds.

A. Simulated Blur Results

From the 6000 images on the simulated blur data set, 3000
were gaussian blurred images and 3000 were linear motion
blurred images. 2000 images from each set were selected to
train the network architectures described in Section IV-C, and
the remaining 1000 were used as testing data, taking into con-
sideration the validation procedures described in the previous
section. The training used 10000 epochs. Note that although
the training process demands a high computational effort, the
quality assessment can be quickly performed.

The simulation considered three test cases: first, only images
belonging to the gaussian blur case were used to train and test
the network; in the second one, only the images degraded with
linear motion blur were considered; in the last case, images from
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Fig. 4. Per-block network architecture. Each set of eight inputs is fed to a group of four neurons on the first hidden layer of the network. This layer’s outputs are
combined on a second hidden layer and then fed to the output (decision) layer.

both blurring cases were mixed and used. For each case, the
correlations were computed between the metrics’ assessments
and the simulation parameters (variance in the case of gaussian
blur, and kernel length in the case of linear motion blur). The
obtained results are shown in Tables I (Pearson correlation) and
II (Spearman correlation). The average and standard deviations
were computed using the correlation values of the testing sets of
the 3-folds. For the proposed metrics (neural networks), in addi-
tion to the average and standard deviation, we present the min-
imum correlation value among test sets, which should be con-
sidered for performance comparison with other methods. Best
results for each blur case are highlighted.

It can be seen from the obtained results for Pearson corre-
lation that the proposed metrics based upon Neural Networks
significantly outperforms other individual algorithms and pro-
vides the best overall results for all simulated blur scenarios.
In the rank correlation case, the neural network-based metrics
also present the best overall results. It can also be seen that the
proposed metrics show a smaller standard deviation in general,
meaning more consistent results over different image sets. Fi-
nally, it can be observed that the three network architectures
presented similar performances, with a slight advantage for the
Basic Image topology, which is also the one which demands a
smaller computational effort.
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TABLE I
METRICS VERSUS GROUND TRUTH AVERAGE PEARSON CORRELATIONS PLUS STANDARD DEVIATIONS FOR SIMULATED BLUR CASES. THE AVERAGE AND

STANDARD DEVIATIONS WERE COMPUTED FOR THE TESTING SETS OF THE 3-FOLDS. FOR THE PROPOSED METRICS (NEURAL NETWORK-BASED), THE MINIMUM

CORRELATION AMONG TEST SETS IS ALSO SHOWN ON THE RIGHT

TABLE II
METRICS VERSUS GROUND TRUTH AVERAGE SPEARMAN CORRELATIONS PLUS STANDARD DEVIATIONS FOR SIMULATED BLUR CASES. THE AVERAGE

AND STANDARD DEVIATIONS WERE COMPUTED FOR THE TESTING SETS OF THE 3-FOLDS. FOR THE PROPOSED METRICS (NEURAL NETWORK-BASED),
THE MINIMUM CORRELATION AMONG TEST SETS IS ALSO SHOWN ON THE RIGHT

The best overall performance of the proposed method may be
attributed to the fact that different metrics assessments are taken
into account simultaneously, making the algorithms more ro-
bust to different blurring scenarios. Typical methods usually as-
sume a particular model for the blurring process (e.g., Gaussian
or linear model), which makes their performance drop when a
model does not correctly reflect the nature of the blur.

B. Real Blur Results

For these simulations, the quality of the 585 images taken
by human users was computed using the metrics described in
Section II as well as the proposed method.

Before the experiments were conducted, 20% of the graded
images were discarded as outliers, based upon the variance of

the subjective scores, using a confidence interval obtained by
bootstrap techniques [45]. This has been done because, due to
the complexity of the human cognitive process for assessing
the quality of an image, there can be a significant disagreement
among users for some particular images and, therefore, the ob-
jective assessment made by the network cannot be so effective,
since not even the human subjects agree on the image quality
level.

Also, in order to provide an assessment of the quality of the
ground truth obtained for the images with real blur, we have
done the following: for each subject that participated in the psy-
chovisual tests, a correlation coefficient between that subject
and the final average grades was computed. The average cor-
relation coefficient for all subjects obtained was 0.89, with a
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TABLE III
REAL BLUR SIMULATION PEARSON CORRELATIONS AND STANDARD

DEVIATIONS. MINIMUM CORRELATION AMONG TEST SETS

ALSO SHOWN FOR PROPOSED METRIC

TABLE IV
REAL BLUR SIMULATION SPEARMAN CORRELATIONS AND STANDARD

DEVIATIONS. MINIMUM CORRELATION AMONG TEST SETS

ALSO SHOWN FOR PROPOSED METRIC

maximum of 0.98 and a minimum of 0.61. These values can be
interpreted as showing that while there is some subjectivity in
the tests, the assessments are highly correlated, indicating that it
is worthy to pursue a model that approximates the actual image
quality grades given by humans.

The Pearson and Spearman correlations between the metric’s
assessments and the average subjective grade obtained in the
psychovisual experiments can be seen in Tables III and IV.

While the obtained correlations were not as high as in the sim-
ulated blur case, the proposed neural network framework still
led to a significant improvement in performance when compared
to the implemented single measurement schemes, indicating a
better capacity to differentiate among good and poor quality
images, preserving an approximately accurate quality assess-
ment for the images in realistic scenarios. The lower correla-
tions can be attributed to the fact that such images may contain
hard-to-model blurring conditions, such as the ones described
in Section III-A. Note also that the standard deviation obtained

by the proposed method across different folds indicates that the
results are consistent over different image sets.

VI. CONCLUSION

In this paper we have provided an in-depth performance
evaluation of typical no-reference quality assessment metrics
for large, high-quality image banks in both simulated and
realistic blurring scenarios. We have argued that single metrics
tend to show lower performance in more general scenarios,
and have proposed a new paradigm in which many metrics
are combined to create a more robust quality assessment
algorithm. We have tested this paradigm by implementing a
no-reference quality assessment metric which fed different
metrics and simple image features into a classifier based upon a
neural network. We have shown that the proposed strategy have
significantly outperformed other metrics in general simulated
blurring scenarios. While the correlation results were not as
high in the realistic scenario, the proposed algorithm has still
shown higher correlation values with subjective assessments
when compared to other metrics.

Although state-of-the-art results were also obtained in the re-
alistic blurring scenarios, the absolute performance may still be
improved. However, we believe that the results presented in this
work demonstrate that the proposed paradigm shows significant
potential to be used in practical quality evaluation applications,
and indicate a promising research direction to pursue.

REFERENCES

[1] M. Cannon, “Blind deconvolution of spatially invariant image blurs
with phase,” IEEE Trans. Acoust., Speech Signal Process., vol.
ASSP–24, no. 1, pp. 58–63, Feb. 1976.

[2] A. M. Tekalp, H. Kaufman, and J. W. Woods, “Identification of image
an blur parameters for the restoration of non-causal blurs,” IEEE Trans.
Acoust., Speech Signal Process., vol. ASSP–34, no. 4, pp. 963–972,
Aug. 1986.

[3] T. F. Chan and C. K. Wong, “Total variation blind deconvolution,”
IEEE Trans. Image Process., vol. 7, no. 3, pp. 370–375, Mar. 1998.

[4] G. Pavlovic and M. Tekalp, “Maximum-likelihood parametric blur
identification based on a continuous spatial domain model,” IEEE
Trans. Image Process., vol. 1, no. 4, pp. 496–504, Oct. 1992.

[5] S. K. Kim and J. K. Paik, “Out-of-focus blur estimation and restoration
for digital auto-focusing system,” IEEE Electron. Lett., vol. 34, no. 12,
pp. 1217–1219, Jun. 1998.

[6] S. K. Kim, S. R. Park, and J. K. Paik, “Simultaneous out-of-focus
blur estimation and restoration fordigital auto-focusing system,” IEEE
Trans. Consum. Electron., vol. 44, no. 3, pp. 1071–1075, Aug. 1998.

[7] Y.-L. You and M. Kaveh, “Blind image restoration by anisotropic reg-
ularization,” IEEE Trans. Image Process., vol. 8, no. 3, pp. 396–407,
Mar. 1999.

[8] G. Bonmassar and E. L. Schwartz, “Real-time restoration of images
degraded by uniform motion blur infoveal active vision systems,” IEEE
Trans. Image Process., vol. 8, no. 12, pp. 1838–1842, Dec. 1999.

[9] R. Nakagaki and A. K. Katsaggelos, “A VQ-based blind image
restoration algorithm,” IEEE Trans. Image Process., vol. 12, no. 9, pp.
1044–1053, Sep. 2003.

[10] K. Panchapakesan, D. Shepard, M. Marcellin, and B. Hunt, “Blur iden-
tification from vector quantizer encoder distortion,” IEEE Trans. Image
Process., vol. 10, no. 3, pp. 465–470, Mar. 2001.

[11] I. Aizenberg, C. Butakoff, V. Karanaukhov, N. Merzlyakov, and O.
Milukova, “Blur image restoration using the type of blur and blur pa-
rameters identification on the neural network,” in Proc. SPIE Conf.,
May 2002, vol. 4667, pp. 460–471.

[12] I. Aizenberg, T. Bregin, C. Butakov, V. Karnaukhov, N. Merzlyakov,
and O. Milyukova, “Type of Blur and Blur Parameters Identification
Using Neural Network and Its Application to Image Restoration,” in
Proc. Int. Conf. Artif. Neural Netw., 2002, pp. 1231–1236.



74 IEEE TRANSACTIONS ON IMAGE PROCESSING, VOL. 20, NO. 1, JANUARY 2011

[13] J. W. Choi, M. G. Kang, and K. T. Park, “An algorithm to extract
camera-shaking degree and noise variance in the peak-trace domain,”
IEEE Trans. Consum. Electron., vol. 44, no. 3, pp. 1159–1168, Apr.
1998.

[14] S. U. Pillai and B. Liang, “Blind image deconvolution using a robust
gcd approach,” IEEE Trans. Image Process., vol. 8, no. 2, pp. 295–301,
Feb. 1999.

[15] X. Liu, M. Li, H. Zhang, and D. Wang, “Bayesian motion blur identifi-
cation using blur priori,” in Proc. Int. Conf. Image Process., 2003, pp.
957–960.

[16] J. B. Martens, “Multidimensional modeling of image quality,” Proc.
IEEE, vol. 90, no. 1, pp. 133–153, Jan. 2002.

[17] Z. Wang, H. R. Sheikh, and A. C. Bovik, “Objective video quality as-
sessment,” in The Handbook of Video Databases: Design and Appli-
cations, B. Furht and O. Marqure, Eds. Boca Raton, FL: CRC Press,
Sep. 2003, pp. 1041–1078.

[18] Z. Wang, G. Wu, H. R. Sheikh, E. P. Simoncelli, E.-H. Yang, and A. C.
Bovik, “Quality-aware images,” IEEE Trans. Image Process., vol. 15,
no. 6, pp. 1680–1689, Jun. 2006.

[19] I. Avcibas, B. Sankur, and K. Sayood, “Statistical analysis of image
quality measures,” J. Electron. Imag., vol. 11, pp. 206–223, Apr. 2002.

[20] Z. Wang, A. C. Bovik, H. R. Sheikh, and E. P. Simoncelli, “Image
quality assessment: From error visibility to structural similarity,” IEEE
Trans. Image Process., vol. 13, no. 4, pp. 600–612, Apr. 2004.

[21] H. R. Sheikh and A. C. Bovik, “Image information and visual quality,”
IEEE Trans. Image Process., vol. 15, no. 2, pp. 430–444, Feb. 2006.

[22] M. A. Masry and S. S. Hemami, “A metric for the continuous eval-
uation of compressed video with severe distortions,” Signal Process.:
Image Commun., vol. 19, Special Issue on Video Quality, no. 2, pp.
163–172, Feb. 2004.

[23] M. A. Masry, S. S. Hemami, and Y. Sermadevi, “A wavelet-based video
distortion metric and applications,” IEEE Trans. Circuits Syst. Video
Technol., vol. 16, no. 2, pp. 260–273, Feb. 2006.

[24] P. Marziliano, F. Dufaux, S. Winkler, and T. Ebrahimi, “Perceptual
blur and ringing metrics: Application to JPEG2000,” Signal Process.:
Image Commun., vol. 19, no. 2, pp. 163–172, Feb. 2004.

[25] R. Ferzli and L. J. Karam, “No-reference objective wavelet based noise
immune image sharpness metric.,” in Proc. Int. Conf. Image Process.,
2005, pp. 405–408.

[26] R. Ferzli and L. J. Karam, “A no-reference objective image sharpness
metric based on the notion of just noticeable blur (JNB),” IEEE Trans.
Image Process., vol. 18, no. 4, pp. 717–728, Apr. 2009.

[27] R. Ferzli and L. J. Karam, “A human visual system based no-reference
objective image sharpness metric.,” in Proc. Int. Conf. Image Process.,
2006, pp. 2549–2952.

[28] X. Marichal, W.-Y. Ma, and H. Zhang, “Blur determination in the com-
pressed domain using DCT information,” in Proc. Int. Conf. Image
Process., 1999, vol. 2, pp. 286–390.

[29] H. Tong, M. Li, H. Zhang, and C. Zhang, “Blur detection for digital
images using wavelet transform,” in Proc. IEEE Int. Conf. Multimedia
Expo, Jun. 2004, vol. 1, pp. 17–20.

[30] BID—Blurred Image Database [Online]. Available: http://www.lps.
ufrj.br/profs/eduardo/ImageDatabase.htm

[31] Methodology for the Subjective Assessment of Quality of Television
Pictures ITU-R 500 Recommendation.

[32] S. Haykin, Neural Networks: A Comprehensive Foundation, 2nd ed.
Upper Saddle River, NJ: Prentice-Hall, 1999.

[33] A. Ciancio, A. N. Targino, E. A. B. da Silva, A. Said, P. Obrador, and R.
Samadani, “Objective no-reference image quality metric based on local
phase coherence,” IET Electron. Lett., vol. 45, no. 23, pp. 1162–1163,
Nov. 2009.

[34] Z. Wang and E. P. Simoncelli, “Local phase coherence and the percep-
tion of blur,” presented at the Adv. Neural Information Process. Syst.,
2003.

[35] P. Bao and L. Zhang, “Noise reduction for magnetic resonance im-
ages via adaptive multiscale products thresholding,” IEEE Trans. Med.
Imag., vol. 22, no. 9, Sep. 2003.

[36] S. Mallat and S. Zhong, “Characterization of signals from multiscale
edges,” IEEE Trans. Pattern Anal. Mach. Intell., vol. 14, no. 7, pp.
710–732, Jul. 1992.

[37] A. K. Jain, Fundamentals of Digital Image Processing. Upper Saddle
River, NJ: Prentice-Hall, 1989.

[38] J. L. Mannos and D. J. Sakrison, “The effects of a visual fidelity crite-
rion on the encoding of images,” IEEE Trans. Inf. Theory, vol. IT–20,
no. 4, pp. 525–536, Jul. 1974.

[39] VQEG, “Final report from the video quality experts group on the val-
idation of objective models of video quality assessment,” Mar. 2000
[Online]. Available: http://www.vqeg.org

[40] H. R. Sheikh, A. C. Bovik, and L. Cormack, “No-reference quality as-
sessment using natural scene statistics: JPEG2000,” IEEE Trans. Image
Process., vol. 14, no. 11, pp. 1918–1927, Nov. 2005.

[41] J. Myers and A. Well, Research Design and Statistical Analysis.
Evanston, IL: Routledge, 2002.

[42] A. Gruber, J. Mock, J. Fent, W. Frochtenicht,, C. M. Kiesling, T.
Kobler, P. Ribarics, D. Goldner, H. Kolanoski , and T. Kramerkamper,
Performance of Backpropagation Networks in the Second Level
Trigger of the H1-Experiment 1994.

[43] R. Kohavi, “A study of cross-validation and bootstrap for accuracy es-
timation and model selection,” in Proc. Int. Joint Conf. Artif. Intell.,
Aug. 1995, pp. 1137–1143.

[44] M. Stone, “Cross-validatory choice and assessment of statistical pre-
dictions,” J. Roy. Statist. Soc. B, vol. 36, pp. 111–147, 1974.

[45] A. M. Zoubir and B. Boashash, “The bootstrap and its application
in signal processing,” IEEE Signal Process. Mag., vol. 15, no. 1, pp.
56–76, Jan. 1998.

Alexandre Ciancio received the B.S. and M.S.
degrees in electrical engineering from Universidade
Federal do Rio de Janeiro (COPPE/UFRJ), Brazil,
in 1999 and 2001, respectively, and the Ph.D. degree
in electrical engineering from the University of
Southern California, Los Angeles, CA, in 2006.

His doctoral research has granted him a U.S.
patent on distributed wavelet compression algo-
rithms for wireless sensor networks. He is currently
a Postdoctoral Researcher at COPPE/UFRJ with
interests in the areas of automatic image and video

quality assessment and digital television.
Dr. Ciancio was local finance chair of the 2008 IEEE Multimedia in signal

Processing Workshop (MMSP), held in Rio de Janeiro.

André Luiz N. Targino da Costa (M’09) was born
in Rio de Janeiro, Brazil. He received the electronics
engineering degree (magna cum laude) and the
M.Sc. degree in electrical engineering from the
Universidade Federal do Rio de Janeiro, Brazil, in
2006 and 2009, respectively, and is currently pur-
suing the Ph.D. degree at the University of Illinois at
Urbana-Champaign.

He has a diversified working experience such
as working in research for more than six years,
in teaching for more than four years, and in en-

trepreneurship for almost two years. His main professional interests lie in
research, development and teaching in mathematics, signal processing (es-
pecially in image and video), information theory, digital communications,
artificial intelligence, and neural networks.

Mr. da Costa has received various awards, such as the Best Student Graduated
in 2006 in electronic and computer engineering. He received many national and
international scholarships such as a current CAPES/Fulbright fellowship; and
he was part of the team that worked in the development of the Brazilian Digital
Television System.

Eduardo A. B. da Silva (M’95–SM’05) was born
in Rio de Janeiro, Brazil. He received the electronic
engineering degree from Instituto Militar de Engen-
haria (IME), Brazil, in 1984, the M.Sc. degree in elec-
trical engineering from Universidade Federal do Rio
de Janeiro (COPPE/UFRJ) in 1990, and the Ph.D.
degree in electronics from the University of Essex,
U.K., in 1995.

In 1987 and 1988, he was with the Department
of Electrical Engineering at Instituto Militar de
Engenharia, Rio de Janeiro, Brazil. Since 1989, he

has been with the Department of Electronics Engineering (the undergraduate
dept.), UFRJ. He has also been with the Department of Electrical Engineering



CIANCIO et al.: NO-REFERENCE BLUR ASSESSMENT OF DIGITAL PICTURES BASED ON MULTIFEATURE CLASSIFIERS 75

(the graduate studies dept.), COPPE/UFRJ, since 1996. He has been head
of the Department of Electrical Engineering, COPPE/UFRJ, Brazil, for the
year 2002. In 2007 he has been a Visiting Professor at the University of Nice
Sophia-Antipolis. His teaching and research interests lie in the fields of digital
signal, image and video processing. In these fields, he has published over 160
referred papers.

Dr. Silva won the British Telecom Postgraduate Publication Prize in 1995, for
his paper on aliasing cancellation in subband coding. He is also co-author of the
book “Digital Signal Processing—System Analysis and Design,” published by
Cambridge University Press, in 2002, that has also been translated to the Por-
tuguese and Chinese languages. He has served as associate editor of the IEEE
TRANSACTIONS ON CIRCUITS AND SYSTEMS—PART I, in 2002, 2003, 2008, and
2009, of the IEEE TRANSACTIONS ON CIRCUITS AND SYSTEMS—PART II in 2006
and 2007, and of Multidimensional, Systems and Signal Processing, Springer
from 2006, to 2010. He has been a Distinguished Lecturer of the IEEE Circuits
and Systems Society in 2003 and 2004. He is Technical Program Co-Chair of
ISCAS2011. He has given training and consultancy for several Brazilian cable
and satellite television companies on digital television. He was part of the team
that worked in the development of the Brazilian Digital Television System. His
research interests lie in the fields of digital signal and image processing, espe-
cially signal compression, digital television, wavelet transforms, mathematical
morphology, and applications to telecommunications.

Amir Said received the B.S. and M.S. degrees
in electrical engineering from the University of
Campinas, Campinas, Brazil, and the Ph.D. degree
in computer and systems engineering from the
Rensselaer Polytechnic Institute, Troy, NY.

After working at IBM and being a Professor at
the University of Campinas, he joined HP Labs in
1998 and currently is Principal Scientist at the Mul-
timedia Communications and Networking Lab, Palo
Alto, CA. His current research interests are in the
areas of multimedia signal processing, multimedia

collaboration, compression, and 3-D visualization.
Dr. Said received several awards including the Allen B. DuMont prize for

outstanding academic achievement by the Rensselaer Polytechnic Institute; a
Best Paper Award from the IEEE Circuits and Systems Society for his work
on image coding, the IEEE Signal Processing Society Best Paper Award for
his work on multi-dimensional signal processing, and a Most Innovative Paper
Award at the 2006 IEEE ICIP. Among his technical activities, he was an Asso-
ciate Editor for the Journal of Electronic Imaging, and is currently an Associate
Editor for the IEEE TRANSACTIONS ON IMAGE PROCESSING. He is a member of
the IEEE SPS Image, Video, and Multidimensional Signal Processing Technical
Committee, was technical co-chair of the 2009 IEEE Workshop on Multimedia
Signal Processing, and has co-chaired VCIP, IVCP and VIPC conferences at the
SPIE/IS&T Electronic Imaging since 2006.

Ramin Samadani (SM’09) received the B.S. degree
in engineering physics from the University of Cal-
ifornia, Berkeley, in 1978, and the M.S. and Ph.D.
degrees in EECS from Stanford University, Stanford,
CA, in 1982 and 1987, respectively.

He is a Senior Research Scientist at Hewlett-
Packard Labs in the Multimedia Communications
and Networking Lab, Palo Alto, CA. His current
research involves video processing algorithms to
improve the presentation and quality of immersive
video conferencing and collaboration systems. In the

past, he developed image processing algorithms applied to display, browsing
and printing of image collections, such as algorithms to reduce compression
artifacts, to resize images while preserving image quality information, and to
combine multimedia with continuous GPS location and time information. Prior
to HP, at Electronics for Imaging (1994–2000), he worked on color technologies
for high quality printers in engineering and management positions, ending as
Director of Imaging Technologies. At Stanford and NASA Ames (1987–1994),
he worked on feature extraction and motion analysis algorithms applied to
remote sensing applications, as well as on algorithms for color simulation of
flat panel displays.

Pere Obrador (M’99) received the M.S. degree
from the Technical University of Catalonia (UPC),
Barcelona, Spain, in 1991, and the M.S. degree from
the University of Southern California (USC), Los
Angeles, CA, in 1995.

In 1991, he joined Dimat Telecommunications,
where he worked on algorithms for digital communi-
cations for power line carriers. In 1994 and 1995, he
was a visiting scholar at USC doing research in the
area of fractal image coding. Later in 1995, he joined
Hewlett-Packard’s Large Format Printing Division,

Barcelona, Spain, where he worked on algorithms for image compression. In
2000, he joined Hewlett-Packard Laboratories, Palo Alto, CA, working in a
series of areas, including: photo-video camera pipeline, multimedia browsing
and indexing, color harmonization, document balance with photographs,
automatic image selection, image aesthetics, and video cartooning. While
at HP-Labs, he was a manager for the Photo-Video Research project from
2002 to 2005. Since 2008, he has been a researcher at Telefnica Research,
Barcelona, Spain, working on video near-duplicate detection, image aesthetics,
and automatic photo storytelling algorithms. He has 23 granted U.S. patents,
as well as 22 patents pending.


