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Abstract—In this paper, we propose a new encoder for scanned
compound documents, based upon a recently introduced coding
paradigm called multidimensional multiscale parser (MMP).
MMP uses approximate pattern matching, with adaptive multi-
scale dictionaries that contain concatenations of scaled versions
of previously encoded image blocks. These features give MMP
the ability to adjust to the input image’s characteristics, resulting
in high coding efficiencies for a wide range of image types. This
versatility makes MMP a good candidate for compound dig-
ital document encoding. The proposed algorithm first classifies
the image blocks as smooth (texture) and nonsmooth (text and
graphics). Smooth and nonsmooth blocks are then compressed
using different MMP-based encoders, adapted for encoding either
type of blocks. The adaptive use of these two types of encoders
resulted in performance gains over the original MMP algorithm,
further increasing the performance advantage over the current
state-of-the-art image encoders for scanned compound images,
without compromising the performance for other image types.

Index Terms—Adaptive pattern matching, compound images,
dictionary based coding, image coding, scanned document com-
pression, vector quantization.

I. INTRODUCTION

T HE increasing relevance of digital media support for doc-
ument transmission and storage justifies the need for effi-

cient coding algorithms for this type of data. Traditional paper
media is being replaced by digital versions, with the advantage
of avoiding the large storage and preservation requirements as-
sociated with the paper versions, while making the documents
easily available for a larger number of users.
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An important part of this process is the scanning of paper
documents. However, the generation of a large number of
scanned document images arises the problem of efficiently
coding them. A straightforward approach to it is to encode
such images using traditional state-of-the-art image encoders,
like SPIHT [1], JPEG [2], JPEG2000 [3], or H.264/AVC Intra
[4], [5]. However, despite the efficiency of these algorithms for
smooth, low-pass images, they are not capable of achieving a
satisfactory performance for nonsmooth image regions, like the
ones corresponding to text or graphics, frequently present in
scanned documents.

For smooth images, most of the transform coefficients rep-
resenting the highest frequencies are of little importance, al-
lowing their coarse quantization. This leads to a high compres-
sion ratio without compromising the perceptual quality of the
reconstructed images. However, when the input image does not
present a low-pass nature, the coarse quantization of these high-
frequency coefficients results in highly disturbing visual arti-
facts, like ringing and blocking.

An alternative is the use of encoding methods specifically de-
veloped for text-like image coding, like JBIG [6]. Unfortunately,
such algorithms tend to have serious limitations when used to
encode smooth regions of compound images. One reason is the
fact that text and graphics images usually require high spatial
resolution to preserve the document’s readability. On the other
hand, they do not require high color depth, since characters and
other graphic elements usually assume only a few distinct colors
over a solid color background. With natural images, the oppo-
site tends to happen: due to their high correlation among neigh-
boring pixels, they usually do not require high spatial resolution
in order to maintain a good subjective quality, but often require
high color depth.

Therefore, methods that are able to efficiently compress both
smooth and text regions are of particular interest for compound
document encoding, when smooth image regions coexist with
text and graphics.

Several algorithms, like Digipaper [7], DjVu [8], JPEG2000/
Part6 [9], among others [10], [11], have been proposed for com-
pound document compression. They adopt the MRC (Mixed
Raster Content) model [12] in order to decompose the original
image in several distinct layers.

A background layer represents the document’s smooth com-
ponent, including natural images regions and other smooth ob-
jects, as well as the paper’s texture. A foreground layer contains
the information regarding the text and graphics colors. One or
more binary segmentation masks containing text and graphics
shape information may also be used to blend the information
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Fig. 1. (a) Detail from image SCAN0002 and resultant segmentation with DjVu
at 0.31 bpp: (b) background layer; (c) foreground layer.

of the two previous layers. These distinct layers can usually be
compressed individually in a much more efficient way than the
overall compound document, resulting in higher compression
ratios and better subjective quality for the reconstructed image.

Despite the popularity of the MRC model for compound
image compression, it has some limitations. For example, it
is based upon the assumption that the segmentation process
can accurately separate the text and graphics regions, which is
not always true. For synthetic documents, where the character
bounds are well defined, such a segmentation can be quite effec-
tive, but it loses effectiveness when the documents’ complexity
increases. Errors in pixel classification usually compromise the
overall efficiency of the compression scheme.

The main objective of the present work is to efficiently com-
press scanned compound documents. Such documents are usu-
ally originated by scanning book or magazine pages that con-
tain both text and pictorial contents. Unlike synthetic or com-
puter generated documents, these images cannot be easily seg-
mented into foreground and background objects; as a conse-
quence, state-of-the-art compound document encoders tend to
have poor results.

Fig. 1 illustrates the segmentation-related artifacts that can
appear when DjVu [8] is used for compressing a scanned com-
pound document (the original image and the corresponding re-
construction at 0.31 bpp are shown in Fig. 12). The scanning
process degrades the characters’ crisp edges, causing their erro-
neous inclusion on the background layer. As this layer is coded
using a wavelet based algorithm, the coarse quantization of its
high frequency coefficients results in illegible characters in the
text. This is an important drawback, as it can compromise the
legibility of the document. Note that adjusting the segmenta-
tion threshold in order to successfully identify all the charac-
ters is not a good solution either. This is so because such a task
would have to be performed independently for each document,
favoring the introduction of artifacts in pictorial regions. For this
reason, it is not straightforward to use standard compound docu-
ments compression algorithms based upon MRC decomposition
in this type of applications.

In this work, we propose to overcome such drawbacks by
resorting to a different paradigm: we introduce a novel com-
pound document encoder basedup on the multidimensional
multiscale parser algorithm (MMP) [13], [14]. This algorithm
uses an adaptive dictionary of vectors, formed by recursively
parsing previously encoded blocks of data, in order to recur-
rently approximate variable-length blocks of the input image.
This process can be regarded as a combination of the encoding

strategies used in Lempel-Ziv encoders [15] and standard vector
quantization (VQ) [16], with the introduction of an important
principle: multiscale approximate pattern matching.

As the dictionary is updated with concatenations of previous
processed blocks of the input image, MMP has the ability to
adapt the dictionary patterns to the image being encoded. This
lends MMP a universal flavor, as well as competitive results for
a wide range of image types. The good results of MMP both for
smooth and text image coding [14] suggested that it might have
a good potential for compound image coding.

A block classification scheme is used to separate pictorial
macroblocks from text and graphics ones. Each of these two
types of macroblocks are then encoded using a version of the
MMP algorithm specifically designed to encode it. An inter-
esting characteristic of this algorithm is that the universality of
MMP makes it less sensitive to errors in block classification that
are an important source of inefficiencies in conventional MRC-
based algorithms. Simulation results show that the proposed
algorithm, while having state-of-the-art results for compound
documents, still consistently outperforms transform-based en-
coders for smooth images.

Section II presents the state-of-the-art MMP algorithm.
Section III presents the two MMP-based algorithms specif-
ically designed for smooth and text/graphics compression.
In Section IV, we discuss the implementation of a hybrid
compound document encoder based upon the two previously
presented algorithms. The experimental results assessing the
proposed methods are presented in Section V, and the conclu-
sions of this work are stated in Section VI.

II. MMP ALGORITHM

MMP is a general purpose compression algorithm that can be
used to compress a large variety of data sources. In this section,
we describe the most relevant aspects of the MMP algorithm for
digital image compression. A detailed description of the original
method can be found in [13] and [17].

A. MMP Coding Paradigm

Pattern matching algorithms have been well investigated for
signal and image compression. These methods divide the data
into segments that are approximated by blocks (code-vectors)
chosen from a dictionary, also referred to as codebook. Among
these algorithms, two classes of methods are arguably the most
popular and well known: the Lempel-Ziv (LZ) [15], [18] and
vector quantization (VQ) [16] based encoders. Despite the suc-
cess achieved by these methods for applications like lossless
image compression [19] and binary image coding [20], [21],
this paradigm has not yet produced efficient alternatives to trans-
form-based encoders for lossy image compression [22]–[26].

MMP has some important features that distinguish it from
other pattern matching algorithms. It uses multiscale approx-
imate block matching combined with an adaptive dictionary.
Traditional pattern matching methods approximate each fixed
size image block using one code-vector with the same di-
mensions as . MMP uses scale adaptive pattern matching that
allows matchings between vectors of different dimensions. If an
original vector , of scale (with dimensions
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Fig. 2. Segmentation of an image block (a) and the corresponding binary seg-
mentation tree (b).

pixels), is to be approximated using one vector of the dictio-
nary of scale (with dimensions ), the algo-
rithm will use a 2-D scale transformation , in order to convert

into a scaled version before performing the match.
The selection of the best dictionary block to represent is

based upon an R-D optimization function , given by

(1)

where is a Lagrangian multiplier [27] that weights the relative
importance of the rate required for the representation and
the block distortion .

After selecting the code-vector that minimizes the La-
grangian cost function, the algorithm segments the original
block into two new blocks, and , each with half the
pixels of the original block. The matching procedure is then
recursively used on each subblock. The sum of the representa-
tion cost of the two halves is then compared with the cost of
representing with a single code-vector, in order to decide
whether to segment or not the original block.

The optimal block partitioning is represented by a binary seg-
mentation tree, , that holds all the information needed to gen-
erate the final bitstream. The tree leaves correspond to non-
segmented blocks, that are approximated by one individual
code-vector, , identified by its index (see in the ex-
ample of Fig. 2). The scale is related to the blocks’ dimensions
corresponds to the tree level the leaf belongs to. For example,
an initial block size of 16 16 corresponds to a segmentation
tree with a root at level and potentially spanning down
to , the lower level of the tree that corresponds to 1 1
blocks.

To generate the final bitstream, the segmentation tree is en-
coded with a binary flag:

• “0”: used to represent a block segmentation;
• “1”: indicating that the current subblock should not be seg-

mented. This flag is always followed by the index used to
encode the corresponding subblock. This flag is not used
for level 0, where no further division is possible.

The conversion of the binary segmentation tree into the final
bitstream is performed using a top-down approach. For each
node, the subtree that corresponds to the left branch is first en-
coded, followed by the right branch subtree. Considering the
example of Fig. 2(b), and assuming that the original block size

is 4 4, this block would be encoded using the following string
of symbols:

The flags and indeces are all encoded using an adaptive arith-
metic encoder [28], conditioned by the tree level of the respec-
tive flags and indeces.

Each time a block of scale is segmented, a new pattern is
originated by concatenating the two dictionary blocks of scale

. This new pattern is used to update the dictionary in every
scale, using the scale transformation in order to adjust its
dimensions to the ones of each of the dictionary scales.

It is important to note that the dictionary adaptation process
requires no extra overhead, as the decoder is able to keep a syn-
chronised copy of the dictionary based only in the segmentation
flags and dictionary indexes information.

The used scale transformation, , is a straightforward imple-
mentation of traditional sampling rate change methods [29]. For
blocks of dimension larger than or equal to the original, two
separable transformations are used. Detailed information about
such transformations is presented in [13].

B. MMP With Predictive Coding—MMP-I

MMP-I [30] is a combination of the original MMP algorithm
and intraframe prediction techniques, like those used in the
H.264/AVC standard [4]. This new feature was added to aid in
smooth image coding, for which the MMP performance was
below that of the state-of-the-art transform-based encoders.

Predictive coding techniques have the well known property of
generating residue samples with highly peaked probability dis-
tributions centred around zero that favour the arithmetic coder
adaptation process to the source. The concept behind predictive
coding is to use the previously encoded neighbouring samples
of the block to generate a prediction block, . This prediction
block is then subtracted from the original input block in order to
generate a residue block that is more efficiently encoded
by MMP

(2)

The prediction modes adopted are inspired by those of
H.264/AVC [4]. After applying the available prediction modes,
the algorithm is able to choose the one that achieves the best
RD compromise for the block representation. The selected
mode is transmitted to the decoder by using a prediction mode
flag, which is also encoded with an adaptive arithmetic coder.

The prediction scheme is applied hierarchically across the
segmentation tree, for 16 16, 16 8, 8 8, 8 4 and 4 4
blocks (corresponding to the scales 8 to 4 of the MMP segmen-
tation tree). The segmentation of the residue block can be dif-
ferent from the one applied to the prediction [14]. The use of a
hierarchical prediction scheme, allied to RD optimization tech-
niques, allows MMP to determine a good trade-off between the
prediction accuracy and the allocated rate.

Experimental results have shown that MMP-I significantly
improves the performance of MMP for smooth images, while
maintaining the performance advantage for text and compound
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images over state-of-the-art transform-based encoders [14].
These good all-round results demonstrate the versatility of the
MMP paradigm.

C. MMP With Improved Dictionary Adaptation

The efficiency of the MMP-I encoder is a consequence of
the improved dictionary adaptation that results from the use
of prediction error data. However, a careful analysis of experi-
mental tests lead to the development of several dictionary adap-
tation techniques that improved the performance of the algo-
rithm. These originated an algorithm referred to as MMP-II
[14], [31] that consist of:

• Improved context modelling for the code-vectors’ in-
deces, resulting in an increase of the arithmetic coder
performance. The dictionary elements are organised into
partitions, and each code-vector is identified using its par-
tition (context) followed by its index inside that partition.
The original block scale is used as a context, exploiting the
fact that blocks generated at different scales have different
matching probabilities.

• An efficient redundancy control scheme for dictionary el-
ements. The insertion of a new block in the dictionary
is only performed if its distance relatively to an existing
code-vector is inferior to a given threshold . This avoids
the creation of new dictionary indexes corresponding to
blocks that bring little distortion gains, with costs in in-
creasing the average entropy of the indexes’ symbols.

• In order to improve the dictionary approximation power,
MMP-II uses extra blocks, originated by geometric trans-
formations and translations of the original block, to update
the dictionary.

• A norm-equalization procedure that allows the algorithm
to adapt the new code-vector patterns to the statistical dis-
tribution of the residue signal.

A detailed description of the MMP-II algorithm can be found
in [14], where it is also discussed its computational complexity
that is equivalent to the one of vector quantization methods.

III. OPTIMIZING MMP FOR SMOOTH AND TEXT IMAGES

In this section, we present the investigation on new proce-
dures that led to relevant gains for smooth, as well as text and
graphics regions, as will be seen in the sequel. As our objec-
tive was to develop an MMP-based hybrid compound docu-
ment encoder, it became relevant to separately optimize the en-
coder for each of these distinct regions. MMP-based algorithms
achieved good performances for nonsmooth images’ compres-
sion since their early versions, outperforming state-of-the-art
transform-based encoders [13]. Therefore, the recent develop-
ments focused towards smooth images coding [14], [32]. Al-
though such improvements also led to an increase of the al-
gorithm’s performance for nonsmooth images, the tuning of
MMP’s parameters for nonsmooth regions may also achieve
performance gains for these areas.

In the next two subsections, we propose the MMP-FP algo-
rithm that has enhanced coding performance for all types of
images, and the MMP-text algorithm that has been optimized

for text regions. In the sequel, we propose a hybrid algorithm
(MMP-compound), resulting from the adaptive combination of
MMP-FP and MMP-text.

A. Flexible Partitioning: MMP-FP Algorithm

The previous versions of the MMP algorithm use a fixed
dyadic block partitioning scheme. An square block
could be either split in two blocks or, alternatively,
two blocks. In the fixed partition scheme, it was al-
ways chosen one of the two options. We refer to the case where
square blocks are divided in the vertical direction as vertical
segmentation. For example, considering 8 8 input blocks and
the use of vertical segmentation, there would be seven different
scales: 8 8, 4 8, 4 4, 2 4, 2 2, 1 2 and 1 1. How-
ever, experimental results demonstrate differences of up to 0.4
dB in the signal-to-noise ratio (PSNR), depending upon MMP
using a vertical segmentation or a horizontal segmentation
direction.

This observation indicates a limitation in the MMP’s ca-
pability to adapt freely to the image structure, with costs in
the coding efficiency. Gains could be achieved if the algo-
rithm could divide each block either in horizontal or vertical
directions, in order to minimize the Lagrangian representation
cost. Such flexible segmentation schemes have already been
known to improve the performance of other block based image
encoders [33].

In MMP-FP (Flexible Partition), the index that minimizes
the Lagrangian cost of the representation of a given block
is determined using the same procedure as in the conventional
MMP algorithm. Nevertheless, there is an important difference
in the block segmentation procedure: every subblock is seg-
mented in both the horizontal and vertical direction—the one
which contributes towards the smaller overall Lagrangian cost
is chosen [34]. From the bottom of the segmentation tree up,
the Lagrangian cost function for each segmentation option is
evaluated, and the option with lower cost is chosen. In other
words, the child nodes generated by the segmentation direction
with higher cost are pruned. If the lowest Lagrangian cost cor-
responds to a nonsegmentation decision (i.e., the block corre-
sponds to a tree leaf), then all child nodes are pruned. In order
to achieve this, the segmentation flags must be three-valued, in-
dicating if the block should be split in the vertical direction, in
the horizontal direction, or not split at all. It is important to note
that, due to the pruning step, the optimized segmentation tree
keeps the binary structure, since each block is either split into
two subblocks or kept at its original size.

It is important to note that this improved partitioning scheme
originates new scales in the dictionary. For example, in the case
of a 16 16 block size, the original MMP block segmentation
procedure only uses square and rectangular blocks with 2:1 pro-
portions, generating a total of 9 different scales (16 16, 16 8,
8 8,\ldots , 1 1). On the other hand, the new block segmenta-
tion scheme may generate blocks of 25 possible scales (16 16,
16 8, 8 16 (new), 16 4 (new), 4 16 (new), , 1 1),
with no restriction on the aspect ratio, meaning that all blocks
with dimensions are available, for .
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Fig. 3. Residue block segmentation for the encoding of the LENA image with
the conventional (left) and the new (right) segmentation scheme.

Early experiments have shown that it is advantageous to use
this new adaptive segmentation scheme both for the compres-
sion of the predicted residue and for performing the intra predic-
tion. Performance gains are, thus, achieved not only because of
a more efficient residue block coding, but also because some of
the new available block sizes favour the prediction process [34].
A good example is the new 16 1 block size: when one has a
thin vertical detail, these blocks tend to generate a more accu-
rate prediction signal than, for example, a 4 4 prediction block
(that has the same number of pixels). A comparison of these two
segmentation schemes is given in Fig. 3. It can be seen that the
new segmentation scheme better adapts to the image structure.

Experimental results have shown that the new segmentation
scheme led to a consistent improvement in MMP performance
for smooth images. Yet, for nonsmooth images, MMP-FP
achieves an equivalent performance to the original method
[34]. In Figs. 9 and 10, it can be verified that MMP-FP out-
performs transformed-based state-of-the-art encoders for both
nonsmooth and smooth images, for most compression ratios.

B. MMP for Text Images: MMP-Text

In this section, we propose modifications to the MMP-FP
algorithm, in order to optimize it for efficiently coding non-
smooth regions. We refer to the resulting MMP-based codec as
MMP-text.

We start by investigating the effectiveness of predictive
coding in nonsmooth image coding. The experiments carried
out showed that the prediction is of little utility for text images.
High frequency transitions compromise the accuracy of the
prediction stages, resulting in residue blocks with an energy
level close to that of the original block. This is illustrated in
Fig. 4. As a consequence, the number of bits spent to encode the
prediction plus the predicted residues is often higher than the
number of bits spent to encode the block with a nonpredictive
approach. Note that this difference tends to increase when
flexible segmentation is used. This is so because in flexible
segmentation the number of prediction blocks tends to be
higher, and so is the overhead spent for encoding the prediction
modes. This led us not to use the prediction stage in MMP-text.

Some of the dictionary optimization techniques introduced by
MMP-II [14] were also reevaluated, since the dictionary is now
used to store original image blocks instead of residue signals
that have different dynamic range and statistical distributions.

Fig. 4. Detail from image PP1205 (a) original, (b) prediction generated, and
(c) residue to be coded.

The optimal hypersphere radius associated with the redundancy
control for the MMP-II algorithm was recalculated for the new
algorithm. We adopted the same procedure described in [14],
resulting in the following function:

if
if
otherwise.

(3)

The norm equalization procedure and the dictionary updating
with the symmetric block [14] were also removed, since they
were specifically oriented to work with residue blocks. As can
be verified in Section V, these modifications increased MMP’s
rate-distortion performance for text images. As a positive side-
effect, the overriding of the prediction process allows for a sig-
nificant reduction in computational complexity.

IV. MMP FOR COMPOUND IMAGE CODING

In this section, we propose a new compound document en-
coder, based upon the decomposition of the input document
into smooth and nonsmooth blocks, to be compressed sepa-
rately with the two previously presented codecs, MMP-FP and
MMP-text, respectively. The decomposition is performed using
a block based approach. Each of the input blocks is classified as
either smooth or nonsmooth, and signaled using a binary mask.

Block-based segmentation has been proposed in the litera-
ture as an alternative to layer-based segmentation [35], [36]. For
example, in order to avoid the potential information leakage,
layer-based encoders have to address the issue of coding par-
tially masked foreground and background blocks, a problem not
present in block-based approaches. Ideally, in layer-based seg-
mentation, the masked data should not generate extra informa-
tion to be transmitted; however, in practice, some sort of padding
of the partially masked blocks should be performed in each
layer. Some algorithms have been proposed in order to mini-
mize this type of redundant information transmission, such as
data filling [37], [38] and successive projection [39]. These al-
gorithms are effective in alleviating this problem, but can only
provide suboptimal solutions.

Another interesting property of block-based approaches is
that, as the segmentation mask is signaled in a block basis, the
overhead of transmitting it is much smaller than in the layer-
based segmentation approach. For example, in our experiments
we used blocks of dimensions 16 16 that yield a decrease of
this overhead by a factor of 256.

Our segmentation method is basically performed in three
steps [40] that are briefly described in the sequel.
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Fig. 5. Flowchart of gradient based algorithm.

First, we apply morphological grayscale top-hat and
bottom-hat filter operators [41], in order to attenuate vari-
ations in the background of text regions, as well as enhancing
the contrast of the foreground objects. A structuring element
defined by a square of 7 7 pixels is used for this purpose.
Two enhanced images are obtained: the one generated by the
bottom-hat operator allows to identify dark foreground objects
over a bright background, whereas the one obtained by the
top-hat operator allows to identify bright objects over a dark
background.

A block-based classification algorithm, based upon [42],
is then applied to the enhanced images. For the top-hat and
bottom-hat images, the horizontal and vertical gradients of each
16 16 block are computed. Two thresholds are applied to the
absolute value of these gradients in order to classify its pixels
as low- medium- or high-valued. The lower threshold was set
on 10, while the higher was set on 35, considering a grayscale
document with 8 bits resolution (pixel values from 0 to 255).

Smooth blocks tend to have low- to medium-valued gradient
pixels in both directions, while the gradient pixels of text blocks
tend to be medium to high-valued.

The pixels of each type are counted and the result is used as
the input of the flowchart presented in Fig. 5, with Th1 set to
60% and Th2 to 1% of the number of gradient pixels in a block.

Two classification masks are created with this procedure, one
as the result of the processing of the bottom-hat image and an-
other of the top-hat image. A block is classified as a text block
if it is a text block in at least one of the masks.

With the previously mentioned segmentation process, some
smooth image blocks with high-pixel variations can still be
misclassified as text blocks. We alleviate this problem by
refining the segmentation obtained based upon the detection of
connected components in the image. This procedure is based
upon [43], and is described in [40].

An important advantage of the presented segmentation algo-
rithm is that, unlike most MRC based algorithms, it does not
require any parameter adjustment when the input image varies.
The proposed encoder, generated by the combination of MMP
with the previously mentioned segmentation method, presents

Fig. 6. MMP-compound compression scheme.

a robust performance for a wide range of compound document
types, with no need of human intervention. It is important to
note that the adaptivity of MMP-based encoders is an important
component of this robustness. This is so because it greatly at-
tenuates the effect of small variations of the segmentation mask
on the algorithm’s rate-distortion performance.

The binary segmentation mask is compressed using a differ-
ential adaptive arithmetic coder [44]. In it, instead of encoding
the classification flags directly, we encode the changes in the flag
value from the previous block in a raster-scan order. This pro-
cedure is efficient since blocks with similar classification tend
to occur in clusters. It is important to note that the overhead in-
troduced by the mask in the final bitstream is almost negligible.
For example, if 16 16 blocks are used, a single binary flag pro-
vides the classes of 256 pixels. As an entropy of 0.25 bits per
flag is typical with the scheme presented previously, less than

are normally spent to code the segmentation mask.
The approach used in MMP-compound is summarized in

Fig. 6.
After coding the mask, the nonsmooth (e.g., text and

graphics) regions are encoded using MMP-text. Since no pre-
dictive coding is used, each of these blocks can be encoded
and decoded individually, with no need of reference neigh-
boring blocks. A raster scan order is used to code the blocks
sequentially, skipping all the blocks previously identified as
smooth regions. In the decoding process, the reconstructed
segmentation mask indicates which blocks should be skipped
to perform the reconstruction.

After encoding all nonsmooth blocks with MMP-text, the al-
gorithm encodes the smooth image blocks using MMP-FP. The
text blocks previously encoded may therefore be used as ref-
erences for the prediction step of MMP-FP. Although it may
seen inappropriate to use the neighboring text blocks as predic-
tion references to nontext blocks, it makes sense because as the
segmentation is block based, it is common that the blocks on
the frontier between smooth and text region contain pixels of
both types. In this case, two situations are possible. In the first,
the neighboring text block used for prediction already contains
smooth images pixels in the border, that can accurately predict
the next smooth block. In the second, the smooth block being
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coded still contains text pixels, that can be predicted by the
neighbor text pixels from the text block in the frontier. This con-
tributes to the algorithm’s coding efficiency, specially for com-
plex segmentation masks.

It is important to note that this segmentation-based approach
generates two dictionaries, one for smooth blocks (MMP-FP)
and one for nonsmooth blocks (MMP-text). This has advan-
tages regarding the efficient use of the dictionaries. As a dic-
tionary is updated with previously encoded patterns, it is ex-
pected that the code-vectors created while encoding text re-
gions will in general be of little use while encoding smooth re-
gions. Likewise, smooth patterns resulting from coding smooth
areas will unlikely be a good match for text blocks. By using
different MMP-based encoders, each with its own dictionary,
the proposed scheme builds two dictionaries with two different
groups of code-vectors: blocks originated by the concatenation
of nonsmooth blocks (that tend to have a considerable high-pass
component), and blocks originated by concatenations of smooth
blocks, generally of a low-pass nature. This way, the dictionary
blocks created while compressing one layer do not contribute to
increase the indexes’ entropy of the dictionary from the other
layer, as would be the case for the single encoder approach.

As MMP is a block based encoder, it has the tendency to
suffer from blocking artifacts, specially at low bit rates. These
artifacts are specially annoying in smooth regions. However,
since in the proposed approach the blocks are classified as
smooth or nonsmooth, one can apply a deblocking filter only on
the smooth regions, without interfering with the sharp edges in
text and graphics regions. A postfiltering technique based upon
[45] was implemented in order to reduce the blocking artifacts
in smooth regions. It uses filters with shape and support that
vary depending upon information about the image structure
present in MMP’s segmentation tree (see Fig. 3). This way, the
edges and structure of the original image tend to be preserved.
For example, if a region is coded using large scales blocks,
it has probably a low-pass nature, and can be filtered more
aggressively, using filters with a large region of support. On the
other hand, a region that is coded with smaller blocks tends to
have sharp edges and high activity; so, in order to preserve the
image structure, filters with a small region of support are used.

Fig. 7 shows a detail from the image LENA coded at 0.19
bpp, with and without the use of the deblocking filter. We used
in this example an image with a low bitrate, to make evident the
blocking effect. Besides the small gain in the PSNR of the re-
construction , the subjective quality improvement
of the filtered image is noticeable, with a considerable reduction
in the blocking effect. Additionally, one can note that the high
frequency details are not significantly affected by the filtering
step.

V. EXPERIMENTAL RESULTS

In this section, we present experimental results for the
proposed methods: MMP-FP for smooth images, MMP-text
for nonsmooth images and the adaptive combination of
them, MMP-compound, for scanned documents encoding. In
Section V-A, we present the results achieved by MMP-FP for
smooth image coding. The results for MMP-text are presented
in Section V-B, for two scanned pages containing only text

Fig. 7. Detail from image LENA compressed at 0.19 bpp (a) without
deblocking filter (33.003 dB) (b) with deblocking filter (33.052 dB).

and graphics. Finally, in Section V-C, we present the results
achieved with the new proposed hybrid algorithm for some
scanned compound test images.

The proposed methods are evaluated against two state-of-
the-art transform-based encoders for direct comparison:
JPEG2000 [3] and H.264/AVC High Profile Intra-frame still
image encoder [4], [5]. The JPEG2000 has been chosen as
a state-of-the-art reference for DWT-based image encoders.
H.264/AVC has been chosen for two reasons: its excellent
performance for image coding when using intracoding tools
[5], and its prediction modes, that have inspired the ones used
by MMP-FP.

We used Lizardtech’s Document Express with DjVu—Enter-
prise Edition [46] as a representative of MRC-based algorithms.
Other MRC based commercial applications were also evaluated,
but their performances were similar, as they mostly rely on the
result of the MRC segmentation step.

Note that for all the results shown, the deblocking filter of the
H.264/AVC encoder has been activated, and we enabled some
features in DjVu in order to enhance the subjective quality of
the coded document, such has subsample refinement and back-
ground floss.

The test images used are presented in Fig. 8. We include two
representative smooth images to illustrate the performance of
MMP-FP, two text images for MMP-text evaluation, and two
scanned compound images to compress with MMP-compound.
These images, together with the software used in the simula-
tions, are available for download at [47].

A. MMP-FP

The MMP-FP algorithm was used to encode smooth
grayscale images, initially divided into blocks of 16 16
pixels, with the prediction segmentation only defined for blocks
with more than 16 pixels. This option was a trade-off between
compression efficiency and computational complexity [14],
[34]. The dictionary optimization parameters used for MMP-II
[14] were maintained for MMP-FP [34].

In Fig. 9, the results of MMP-FP are compared with those of
the previous version of the algorithm (MMP-II) and with those
of the original MMP algorithm, for the smooth images Lena and
Goldhill, as well as with the referred state-of-the-art encoders.

Fig. 9 shows that, for smooth images, MMP-FP is able to
achieve a consistent improvement in encoding performance
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Fig. 8. Some of the used test images. From left to right, top to bottom: LENA,
GOLDHILL, SCAN0002, SPORE, SCAN0004, and CERRADO. They are
available for download at [47].

Fig. 9. Experimental results for smooth images LENA and GOLDHILL �����
����.

over previous MMP-based algorithms. It also shows that MMP
tends to outperform the state-of-the-art image compression al-
gorithms for smooth image coding, for almost all compression
ratios.

B. MMP-Text

The MMP-text algorithm was used to compress scanned
grayscale text and graphics images. Since the proposed method
does not compress the text and graphics as binary images, we
have compared MMP with the state-of-the-art continuous-tone
image encoders, H.264/AVC [4] and JPEG2000 [3], due to
their top PSNR performance. In addition, since we are dealing
with compound documents, results for DjVu are also presented,
for two distinct sets of encoding parameters. We adopted this
approach because DjVu encodes text and graphics as binary
objects, resulting usually in a good perceptual quality, but in a
low PSNR for their reconstruction. For this reason, we include
one plot (DjVu-VO) corresponding to the set of parameters that
maximizes the visual quality of the reconstruction, and another
one (DjVu-PO) corresponding to the set of parameters that
maximizes the PSNR of the reconstruction, disabling the use of
binarization of text and graphics.

A visual comparison with DjVu, for the best percep-
tual quality possible (DjVu-VO parameters), is presented in
Section V-C, in order to evaluate the legibility of documents
coded with DjVu when compared with MMP-compound. With
this approach, we try to demonstrate the advantage of the
reconstructions obtained with MMP-compound over the ones
obtained with DjVu. Note that MMP-compound does not need
any parameter tuning, unlike DjVu, that is specifically tuned
for the targeted comparison.

The objective results are presented in Fig. 10. Image
SCAN0004 was scanned from page 1363, of the IEEE Trans-
actions on Image Processing, volume 10, number 9, September
2001, and image CERRADO was scanned from a book at 300
dpi. We selected images with distinct scanning resolutions, in
order to demonstrate the flexibility of the proposed method.

For such images, H.264/AVC tends to be more efficient than
JPEG2000, showing consistent quality gains of about 1 dB for
all tested compression ratios. For text images, the original MMP
and MMP-II have similar performances, achieving gains of up
to 4 dB over H.264/AVC and about 5 dB over JPEG2000 [13],
[14]. The use of flexible partitioning (MMP-FP) also improved
the performance for text image coding, by up to more than 1
dB. In addition, the use of MMP-text improved the performance
of the MMP-based encoders by 1 dB, establishing the overall
advantage of these methods over JPEG2000 and the H.264/AVC
high profile at about 7 dB and 6 dB, respectively.

C. MMP-Compound

In this subsection, we present simulation results for two
representative compound images: SCAN0002 and SPORE (see
Fig. 8). These images were originated by compound document
scanning in grayscale at 8 bpp, containing smooth as well as
text and graphics components. Image SCAN0002 was scanned
from page 1843 of the IEEE Transactions on Image Pro-
cessing, volume 10, number 12, December 2001. Image Spore
was scanned from a magazine at 300 dpi, and is representative
of the images that our algorithm is targeted to.

In the first approach, the value of the Lagrangian operator
was the same for both the text and the smooth image compo-
nents. This corresponds to the optimal bit allocation between
the two encoders, maximizing the rate-distortion performance.
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Fig. 10. Experimental results for text and graphics images SCAN004 �����
���� and CERRADO ������ �����.

However, examination of the images showed that the subjective
quality for the text and graphics component was considerably
higher than for the smooth component.

This is explained by the fact that, for the same rate, the
squared error in a text region has the tendency to be higher
than for smooth regions. Then, in order to optimize the overall
rate-distortion performance, bits should be transferred from the
smooth to the text regions. As a consequence, there tends to
exist a large amount of blocking artifacts in smooth regions.

In order to equalize the perceived distortion in smooth and
nonsmooth regions, a new parameter was introduced on the
R-D optimization function. It sets the subjective importance of
the distortion between the smooth and nonsmooth regions. The
optimal value for this new parameter was defined using informal
subjective evaluations.

In this case, the R-D optimization function becomes

(4)

For the text component, , whereas for the smooth com-
ponent was established as a trade off between the sub-
jective and objective quality for the reconstruction. Although
there was an average PSNR loss of around 0.2 dB, the subjec-
tive quality was highly improved. In fact, for compound scanned
images, the rate-distortion performance of MMP-compound re-
mained superior or equal to the one of the other algorithms.

TABLE I
RESULTS FROM THE IMAGE SCAN0002 [DB]

However, it must be noted that, this only occurred because of
the PSNR loss caused by the perceptual quality adjustment,
and even in the case of these exceptions, the subjective quality
of the perceptually optimized MMP-compound is consistently
superior.

This adjustment in our previous algorithm changed the target
from the PSNR maximization to a conjugate optimization of
both PSNR and subjective quality for the reconstruction. The
OCR performance of the algorithm was not evaluated at this
point, but it would be a good point for future research.

A comparison with the compression performance of
JPEG2000 [3] and H.264/AVC [4], as well as with the
one of DjVu [4] (a state-of-the-art MRC-based algorithm for
document compression), is presented later in this section (see
Table I and Fig. 12).

It is important to note that DjVu is usually not optimized for
the best rate-distortion performance, but to preserve the read-
ability of the documents. The binarization used in the text re-
gions usually enhances the subjective quality of the document,
but tends to yield a very low PSNR for the reconstruction. For
this reason, we addopt here the same approach of Section V-B
and Fig. 10, presenting the results for two sets of parameters.
DjVu-PO corresponds to the results that maximize the rate-dis-
tortion performance, whereas DjVu-VO represent results that
optimize the subjective quality of the documents.

Fig. 11 shows the rate-distortion plots of the tested methods
for the used test images. Table I highlights the final PSNR for
a set of compression ratios, for image Scan0002. From these
results one may observe the consistent gains achieved by the
use of the hybrid MMP-based approach (MMP-compound) over
each tested encoder.

Several tests were also performed in order to evaluate the
method’s robustness against block miss-classification. These
tests demonstrated a high performance, even for systematic
classification errors. When a miss-classification occurs, or when
a block has mixed features (text and image), MMP is able to
efficiently find a convenient match. This is achieved at the cost
of an additional rate, spent to create these patterns through suc-
cessive segmentation on the MMP coding step. Experimental
tests show that the random switch of blocks from one layer to
another only brings modest losses in the final performance of
MMP-compound. In fact, the PSNR curve only suffers a notice-
able degradation if a massive miss-classification occurs. In the
extreme case were all the blocks are miss-classified (obviously
an unrealistic scenario), we were able to observe losses not
greater than 1.2 dB, that still place MMP-compound’s results
well above those of the state-of-the-art algorithms.
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Fig. 11. Experimental results for compound images SCAN0002 ����� ����
and Spore ����� � ��	��.

In order to assess the subjective image quality provided
by the tested methods, Fig. 12 shows a detail of the image
SCAN0002 compressed with MMP-compound, JPEG2000,
H.264/AVC, and DjVu (for the parameters that maximize the
visual quality) at 0.3 bpp.

When we analyze the text and graphics areas, the disturbing
ringing and blurring artifacts become obvious for the JPEG2000
images. With H.264/AVC, some artifacts also appear in these
areas, but they are not so disturbing as the ones of JPEG2000.
For both of these algorithms, at such a high compression ratio,
the legibility of the documents was compromised. In the recon-
struction obtained with DjVu, the crisp edges of the characters
coded in the foreground layer contribute for a good perceptual
quality, despite the irregular shape of the characters. However,
the wrong pixel classifications that are common when one
uses DjVu on scanned documents, result in some illegible text
regions, such as the equation on the left top of the Fig. 12(d).
For text and graphics regions, the subjective quality advantage
of MMP-compound over transform-based algorithms can be
clearly seen. In addition, unlike DjVu, MMP-compound does
not present legibility problems at this bitrate. It is important
to reemphasize that the image encoded with DjVu presented
in Fig. 12(d) was obtained using parameters that have been
carefully adjusted for best subjective quality. The images

Fig. 12. Details of compound image Scan0002. (a) Original at 8 bpp;
(b) JPEG2000 at 0.30 bpp (24.44 dB); (c) H.264/AVC at 0.30 bpp (27.11 dB);
(d) DjVu at 0.31 bpp (23.07 dB); and (e) MMP-compound at 0.30 bpp
(29.98 dB).

corresponding to the results in Table I, that have larger PSNR,
present a worse readability than the one in Fig. 12(d).

For the smooth image areas one may observe that JPEG2000
introduces some blurring and ringing effects. These artifacts are
also noticeable in the reconstruction obtained using DjVu. In
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addition to these, DjVu reconstruction also clearly presents ef-
fects due to misclassified pixels, [for example in the bottle in
the bottom right detail of Fig. 12(d)]. On the other hand, neither
MMP-compound nor H.264/AVC present such artifacts. It is im-
portant to note that, although both H.264/AVC and MMP-com-
pound are block based encoders, they do not suffer from pro-
nounced blocking artifacts at this bitrate, because both of them
use postfiltering techniques to alleviate blockiness.

The overall subjective advantage of MMP-compound when
compared to the other tested algorithms is clear in this example.
Unlike them, it maintained the readability of the text even at
such a low rate, together with a subjective quality advantage in
the smooth image regions.

VI. CONCLUSION

This paper proposes a new compound document encoder
based upon multiscale recurrent pattern matching. The new
algorithm uses a block classification approach, decomposing
the image into smooth and nonsmooth regions. Different
MMP-based encoders (MMP-FP and MMP-text) were specif-
ically optimized for each image type. MMP-FP introduces a
flexible segmentation scheme that is able to exploit the images’
structure in a more efficient way, allowing this method to
outperform state-of-the-art DWT and DCT-based encoders
for smooth images. The optimization of MMP for text image
compression improved its rate-distortion performance for such
images, yielding gains over DWT and DCT-based encoders of
up to 7 dB.

The adaptive use of MMP-FP and MMP-text, leading to
MMP-compound, provided a compound document encoder
with both very good rate-distortion and subjective perfor-
mances. One of the main factors contributing to this is that the
universality of MMP-based methods results in high resilience
to wrong block classifications. This is in contrast with the re-
sults obtained with traditional document encoding algorithms,
like DjVu, whose performance is very sensitive to such pixel
classification errors.

The experimental results demonstrate the high potential of
MMP-based compound document encoding. MMP-compound
may, thus, be regarded as an alternative to the dominant trans-
form-coding paradigm that is worth further investigating, due to
its useful universal character and state-of-the-art compression
performance.
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