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much structural changes (nonmyocytes size, density, and coupling)
are needed to significantly affect the CV. This remarkable simplicity,
however, does not extend to repolarization, which was previously found
to depend on both the myocyte and the nonmyocyte membrane kinetics
[7], [8], [10].

The configuration studied in this paper is relevant to cell culture
models covered by a layer of nonmyocytes. Another clinically rele-
vant configuration involves the intermingling of myocytes and non-
myocytes. Propagation across a myocyte–fibroblast–myocyte bridge,
however, may require very large myocyte–nonmyocyte coupling. In a
computer model, Sachse et al. found that propagation across a bridge
did not occur in the low coupling regime (Gc < 2 nS) where the pas-
sive load model is valid, but did occur when the coupling was at least
20 nS.
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Abstract—This paper presents the results of a multiscale pattern-
matching-based ECG encoder, which employs simple preprocessing tech-
niques for adapting the input signal. Experiments carried out with records
from the Massachusetts Institute of Technology-Beth Israel Hospital
database show that the proposed scheme is effective, outperforming some
state-of-the-art schemes described in the literature.

Index Terms—Data compression, ECG, preprocessing, recurrent
patterns.

I. INTRODUCTION

The ECG is a very important tool for diagnosing heart deceases
like ischemia, arrhythmias, and carditis, as well as for monitoring drug
effects or pacemaker activity. It is a graphical representation of the
electrical stimuli sent by a group of cells referred to as the sinus node,
located on the upper portion of the right atrium, which coordinates the
heartbeat.

The ECG is a well-structured signal that can be decomposed into
five different component waves, named P, Q, R, S, and T waves. Be-
cause of this, many authors have suggested preprocessing techniques to
reshape (e.g., as a 2-D array) the original signal in order to exploit its re-
dundancies [1]–[4]. This kind of preprocessing is also often associated
with the use of state-of-the-art image encoders, like JPEG2000 [1]–[3]
and H.264 intraframe encoder [3], because inter- and intrabeat depen-
dencies may be more efficiently exploited with 2-D assemblies. The
adaptation step allows the chosen encoder to better use its compression
tools, generating a more compact representation for a given quality.

In this paper, we have used a compression algorithm called mul-
tidimensional multiscale parser (MMP) [5], [6], which is based on
multiscale recurrent pattern matching. It is preceded by an adapta-
tion step, which reshapes the original signal and reveals its inherent
structure. We then incorporate one recently developed [3] and one new
preprocessing technique to this base framework: the dc equalization
and the similarity sorting.

This paper is organized as follows. In Section II, the basic MMP-
based framework for compressing ECG signals is presented. In
Section III, the used preprocessing techniques, named dc equaliza-
tion and similarity sorting, are introduced. Section IV describes simple
steps on how decoding can be performed. In Section V, we present
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experimental results and comparisons to state-of-the-art encoders. Fi-
nally, in Section VI, we present our conclusions.

II. BASIC FRAMEWORK

The basic framework for ECG compression is composed by a pre-
processing step and the base MMP algorithm. The former performs the
adaptation of the signal and the latter carries through the encoding.

A. Adaptation Step

As was previously mentioned, the ECG signal can be decomposed
into sets of compound subwaves, which occur for every heartbeat along
the exam, resulting in a quasi-periodic behavior. However, if some
pathology is present, the signal may vary considerably. This usually
decreases the performance of ECG encoders, because the signal be-
comes harder to compress.

Length-normalization procedures deal with this problem and help
to highlight the structure of the ECG signal. First, all periods are de-
tected, with the algorithms in [7], and then they are normalized to the
same length, using the method described in [6]. The original ECG seg-
ment X = [x(0) x(1) · · · x(No − 1)] is converted into a normalized
segment Xn = [xn (0) xn (1) · · · xn (Nn − 1)] using

Xn (m) =X̂(h∗)

h∗ =
m(No − 1)
(Nn − 1)

(1)

where X̂(h∗) is the interpolated version of X(n), No is the orig-
inal period length, Nn is the normalized period length, and m =
0, 1, . . . , Nn − 1. The interpolation is computed using cubic-splines
and Nn is chosen as the integer part of the average of all period lengths.

After that, the dynamic range of the ECG is reduced. This is impor-
tant for MMP because the new dictionary elements get more clustered
around the average value of the residues and MMP quickly adapts to
these patterns. It is done by computing the average normalized period
segment

Xn av g (m) =
1
M

M −1∑
k=0

Xk
n (m) (2)

where M is the number of detected periods, Xk
n is the kth normal-

ized period, and m = 0, 1, . . . , Nn − 1. Each normalized reduced-
dynamic-range segment is computed as the normalized period segment
subtracted by the average normalized period segment

Xk
n r d r

(m) = Xk
n (m) − Xn av g (m) (3)

where m = 0, 1, . . . , Nn − 1.

B. MMP Encoder

The MMP algorithm [5], [6] is a universal lossy compression method
built upon the multiscale recurrent pattern matching concept, in which
two vectors with different lengths can be matched. This is possible
through the use of a scale transformation T N (x) : R

�(x ) �→ R
N [5].

The MMP algorithm associates a binary segmentation tree S to
each input vector X0 . Each node nj of S corresponds to a segment
Xj of the input vector. Therefore, MMP must encode the segmenta-
tion tree as well as the variable-length vectors corresponding to each
leaf node. The segmentation tree is encoded by a sequence of bi-
nary flags in a top-down fashion. For the encoding of each segment,
MMP uses a set D = {Dk , k = 0, 1, . . . , log2 (N )} of dictionaries

Dk = {vk
0 ,vk

1 , . . . ,vk
m −1} with m vectors vi at scale k. When at-

tempting to encode the segment Xj , MMP searches in the dictionary
Dsj

R , which is built from Dsj , for the best vector vsj

ij
to replace Xj .

The best segmentation tree is found with the minimization of the
Lagrangian cost J(nj ) defined as

D(nj ) = d
(
Xj ,vsj

ij

)
(4)

R(nj ) = − log2

(
Pr
{
vsj

ij

})
(5)

J(nj ) = D(nj ) + λR(nj ) (6)

where vsj

ij
is the vector vij

at scale j, d(u,v) is the squared error,

and Pr
{
vsj

ij

}
is the probability of the vector of index ij , at scale

sj , being chosen for encoding a given signal segment. The Lagrangian
cost of the segmentation tree S is defined as J (S) = D (S) + λR (S),
where D (S) is the distortion obtained when using S, R (S) is the
rate (flags and indexes), and λ is the Lagrangian multiplier, which
controls the tradeoff between distortion and rate. High λ’s result in
high compression with high distortion, and small values result in low
compression with low distortion.

The segmentation tree S is optimized in a rate-distortion sense by
pruning the children nodes n2j+1 and n2j+2 whenever their Lagrangian
cost is greater than that of the parent node nj [5]. An analysis is also
carried out to verify if any two neighbor nodes that do not share the same
parent node can be joined together (encoded as only one dictionary
index) [8], lowering the global Lagrangian cost.

The dictionary Dsk
R is built by choosing the NR vectors vsk

i ∈ Dsk

that best match the causal neighborhood of the element Xk being
encoded, in the same way as done in [5].

The encoding process starts with a very simple initial dictionary D
composed by the 1 × 1 elements with amplitudes {0, 4, 8, . . . , 2M −
1}; when expanded to the other scales, they generate dictionaries having
only constant elements. The dictionaries are updated with the concate-
nation of the reconstructed segments X̂2j+1 and X̂2j+2 , associated to
the children nodes n2j+1 and n2j+2 , giving rise to X̂j as the recon-
structed segment associated to the parent node nj . It is then included
in every dictionary Dsk through the scale transformation [5].

One may thus associate an origin scale to any element in the dictio-
nary from which it is transformed. Then, it is possible to access it using
two components: origin scale and index. This way, the rate needed to
specify the element becomes

R(nj ) = −
(
log2 (Pr(Dsj ,s l )) + log2

(
Pr
(
vsj ,s l

ij

)))
(7)

where Pr(Dsj ,s l ) is the probability that the element chosen for encod-
ing Xj , at scale sj , belongs to the dictionary partition with elements
transformed from scale sl and Pr(vsj ,s l

ij
) is the probability of element

vsj ,s l

ij
of the dictionary partition at scale sj , with elements transformed

from scale sl being chosen for encoding a given signal block. So, the use
of an adaptive arithmetic encoder for each component has the potential
to reduce the rate needed to specify dictionary elements.

A displacement dictionary DD [5], for improving the exploitation
of the interbeat redundancies, is also used when encoding a segment
Xj . It contains displaced versions of the approximations for previously
encoded segments and is implemented by keeping the M last samples
of the reconstructed signal. This auxiliary dictionary also participates
in the creation of Dsk

R .
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Fig. 1. Effect of preprocessing techniques on record 100 from the Massachusetts Institute of Technology-Beth Israel Hospital database. (a) Original signal.
(b) Length-normalized signal. (c) DC-equalized signal. (d) Similarity-ordered signal. (e) Reduced-dynamic-range signal.

III. FURTHER ADAPTATIONS: DC EQUALIZATION

AND SIMILARITY SORTING

Fig. 1(a) and (b) shows an original ECG signal and the result of
the length-normalization procedure, respectively. One can realize that
the normalized signal still presents a great deal of variation, which is
mainly noticeable on the dc level of heartbeat periods. This behavior is
normal as the condition of the patient varies along the exam; however,
it can impair the performance of the encoder because the apparent
correlation among periods decreases.

If the dc levels are the same, the probability that elements used to
approximate segments of a period are used on the next ones increases,
favoring the coding/prediction scheme used by MMP. This correction
can be done through the use of a dc equalization procedure (as done
in [3]). The original dc levels of the detected ECG periods are calculated
according to

dck =

⌊
1

LN

L N∑
i=1

xk (i)

⌋
(8)

where xk (i) are the signal samples of period k and LN is the normalized
length. Then, all periods are clamped to the minimum possible dc level
by

xdc
k (i) = xk (i) − (dck − dcm in ) + δ (9)

where xdc
k (i) are the dc-equalized period samples, dcm in is the min-

imum dc level, and δ is a constant to guarantee that the minimum
value is greater than or equal to zero. The result of this preprocessing
technique is shown in Fig. 1(c).

Although the dc equalization corrects the level of all periods, adja-
cent lines may still be very different. It happens because the condition
of the patient changes from one heartbeat to the other and the length
normalization is not able to correct the shape of the signal. One can
notice that by evaluating Fig. 1(c), where periods located at the cen-
ter present a different shape when comparing to the others. This still
reduces the correlation among heartbeats, and consequently, the effi-

ciency of MMP. This problem can be addressed by rearranging periods
based on a metric that reflects their similarity. After the dc equaliza-
tion, the variances of the periods are computed and the segment with the
smallest one is positioned as the first heartbeat. The following periods
are then positioned in descending order of similarity with the previous
one; it has been verified that a good similarity metric for the mth period
in this case is the mse given by

MSEk =
1

LN

L N∑
i=1

(xk (i) − xm −1 (i))
2 (10)

where xm −1 (i) are the samples of the (m − 1)th reordered period
and xk (i) are the samples of the kth ECG period. We refer to this
step as similarity sorting, because periods are reordered according to
a similarity metric related to the previous one. Its effect on the dc-
equalized signal of Fig. 1(c) is illustrated in Fig. 1(d). It can be observed
that now adjacent periods are more similar, and patterns learned by
MMP on any period may be easily used for encoding subsequent ones.
Besides, the shape of periods varies smoothly along the signal (its
variance increases as encoding proceeds), allowing MMP to quickly
adapt to the current behavior. Fig. 1(e) shows the reduced-dynamic-
range signal [see (3)].

It is worth noting that this sorting procedure is slightly different from
the one in [3]. There, periods are reordered with respect to their vari-
ances (complexity sorting); however, the procedure presented in this
paper relies on their similarity, it being more suitable to 1-D schemes.
One can also argue that the average normalized period segment pre-
sented in Section II-A is capable of reducing the dynamic range of the
signal only if it is quasi-periodic. Indeed, if the signal varies a great deal,
the dynamic range reduction is impaired. However, the period normal-
ization in conjunction with the dc equalization tend to greatly improve
the correlation among periods, which still provides good results when
dealing with irregular signals.
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TABLE I
PERFORMANCE COMPARISON OF DIFFERENT ECG COMPRESSION SCHEMES

IV. DECODING PROCESS

The decoding of the compressed signal is performed by first process-
ing the MMP bit stream, which complies recovery of the segmentation
tree S, using the binary flags, and assignment of a dictionary element
for each index ij . While decoding is performed, concatenations of the
assigned blocks are added to the dictionary, in the same way as done
during encoding. The decompressed signal is then resorted (if needed),
the dc equalization is removed, and the original period lengths are re-
covered, in this very order, using the information added to the header of
the compressed file, which finally results in the reconstructed signal.

V. EXPERIMENTAL RESULTS

The efficiency of the proposed framework was assessed by running
tests with the first 216 000 samples (10 min) from records 100, 102, 107,
115, 117, and 119 of the Massachusetts Institute of Technology-Beth
Israel Hospital (MIT-BIH) ECG database. They were chosen because
there are compression results reported for them in the literature [1]–[4],
[9], [10]. The signals were sampled at 360 Hz with 11 bits of resolution.
The original length of each period, the original dc levels and the clamp
level are differentially and arithmetically encoded and sent as side
information to the decoder. The original ordering is encoded with an
adaptive-model arithmetic encoder, which accounts for the previous
occurrence of an index by setting its probability to zero once it is
used. Each input signal is then split into segments of 64 samples,
which are sequentially processed by the algorithm. The quality of the
reconstructed signals is evaluated by using the percent rms difference
(PRD), commonly adopted in the literature, defined as

PRD =

√∑N −1
i=0 (x(i) − x̂(i))2∑N −1

i=0 (x(i) − µ)2
× 100% (11)

where x(n) and x̂(n) are the original and the reconstructed signals, re-
spectively, N is their length, and µ is the baseline value of the analog-to-
digital conversion used for the acquisition of the data x(n) (µ = 1024
for the chosen records). Although the signal is segmented for being
processed by MMP, the PRD is indeed calculated over the complete
sequence, i.e., 10 min (and not in a block-by-block basis). The com-
pression ratio (CR) is evaluated as

CR =
Bo

Bc

(12)

where Bo is the total number of bits in the original signal and Bc is the
total number of bits in the compressed format, including side informa-
tion. For each of the test signals, Bo = 11 × 216 000, corresponding
to 11 bits resolution and the first 10 min. The results are summarized in
Table I. The proposed algorithm outperformed all other tested methods
for records 100, 102, 107, 115, and 117, and got comparable results
when compressing record 119. The comparisons with [9] took into
account the block size suggested by that author (32 × 256). Although
the tested methods tend to have close results at low compression ra-
tios, the proposed method is superior at high compression ratios, while
keeping a reasonable PRD (do not compromise the diagnosis), which
is the main goal in ECG compression. One can see from Table I that
the similarity sorting (SS) is not always used. Tests showed that this
technique is advantageous only when the standard deviation of period
lengths is greater than 8%, so it should be skipped when this was
not the case. Due to its overhead, it can cause a decrease in the PRD
of approximately 0.05%–0.1%. It is worth noting that the algorithm
in [9] employs a more advanced method for the QRS detection and the
compression performance varies with the block size.

One should note that the computational complexity associated to the
proposed techniques is low. The dc equalization is composed by one
division per period and summations [see (8) and (9)]. The complexity
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of the sorting procedure is higher and is heavily influenced by the
operations described by (10), which are peformed for the m remaning
periods, at each step. However, these computations can be greatly speed
up with the use of lookup tables, keeping the global complexity low;
decoding is simpler and consists of just assigning the original position
and level of each segment.

VI. CONCLUSION

We incorporated new preprocessing techniques to an existing ECG
compression framework, which led to an enhancement on the qual-
ity of the reconstructed signals. The proposed techniques are simple
and present a small increase in computational complexity. The results
obtained were encouraging, showing that the final framework, when
compared to the state of the art, gives quite competitive results. Be-
sides, this paper reveals that it is worthy pursuing new preprocessing
techniques for ECG compression, which can cluster/reshape similar
heartbeat periods and reveal structures that are not apparent in the raw
ECG signal.
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Abstract—Mathematical models for synthesizing ECGs are important
tools in providing reproducible standard signals for biomedical signal pro-
cessing research and technology. The ECG synthesis model ECGsyn and
its extensions are the state of the art and realistically capture: 1) the ECG
morphology; 2) the spectrum of heart rate variability; and 3) QT-interval
adaptation to heart rate. This paper demonstrates ECGsyn’s time-domain
limitations at reconstructing an ECG time series from ECG wave annota-
tions. An alternative algorithm, ECGfm, is therefore presented that recre-
ates the event intervals with greater fidelity by applying the wave anno-
tations as a phase constraint. Results on data drawn from the Physionet
Physobank QT database demonstrate the improved performance of the
ECGfm algorithm.

Index Terms—Electrocardiogram ECG modeling, event intervals (EIs),
heart-rate variability (HRV), RR-intervals.

I. INTRODUCTION

The analysis of cardiac health is based primarily on the regular
morphology of the electrocardiogram (ECG) [1]. Secondary informa-
tion on cardiac regulation is also analyzed in the form of heart rate
variability (HRV) [2]. A recent model for the synthesis of ECG that
successfully captures both the regular morphology of the ECG waves
as well as the spectral properties of HRV in ECGsyn [3]. This model
has been extended into: 1) a 3-D cardiac dipole vector model [4]; and
2) a system that accepts an RR-interval sequence input so that the syn-
thesized ECG can fit recorded intervals [5], [6]. The second approach is
of interest because it provides a systematic method for the transcription
of beat annotations back into an ECG times series with applications in
technology standardization, education, and research [6].

This paper presents a comparison of reconstructed synthetic ECG
event intervals (EIs) to the original template, and identifies two time-
domain limitations of the ECGsyn model [5]. First, the RR-intervals
of the synthetic ECG can be systematically different from the origi-
nal ECG being reconstructed. Second, the synthetic ECG distributes
the RR-variability linearly throughout the ECG beat irrespective of the
original EI relationship. This paper also presents an alternative algo-
rithm, called ECGfm, that overcomes these limitations by constraining
the EI behavior of the synthetic ECG.

II. EIS AND SYNTHETIC IHR

Consider an ECG signal with R-wave (QRS-complex) occurrence
times tn , n ≥ 0. Typically, HRV is represented as a sequence of RR-
intervals, ∆R (n) = tn − tn−1 , n ≥ 1, extracted from the ECG signal
[7]. This sequence of discrete events, the tachogram, is well ordered by
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