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Abstract—In this paper, we exploit a recently introduced coding
algorithm called multidimensional multiscale parser (MMP) as
an alternative to the traditional transform quantization-based
methods. MMP uses approximate pattern matching with adaptive
multiscale dictionaries that contain concatenations of scaled
versions of previously encoded image blocks. We propose the use
of predictive coding schemes that modify the source’s probability
distribution, in order to favour the efficiency of MMP’s dictionary
adaptation. Statistical conditioning is also used, allowing for an
increased coding efficiency of the dictionaries’ symbols. New
dictionary design methods, that allow for an effective compromise
between the introduction of new dictionary elements and the re-
duction of codebook redundancy, are also proposed. Experimental
results validate the proposed techniques by showing consistent
improvements in PSNR performance over the original MMP
algorithm. When compared with state-of-the-art methods, like
JPEG2000 and H.264/AVC, the proposed algorithm achieves rele-
vant gains (up to 6 dB) for nonsmooth images and very competitive
results for smooth images. These results strongly suggest that the
new paradigm posed by MMP can be regarded as an alternative
to the one traditionally used in image coding, for a wide range of
image types.

Index Terms—Adaptive pattern matching, dictionary-based
coding, image coding, vector quantization.

I. INTRODUCTION

I N spite of the well-known intrinsic limitations of the trans-
form quantization-based encoding methods, this class of al-

gorithms is considered to be the state-of-the-art, both in image
and video compression. The efficiency of these methods results
from their ability to reduce the spatial correlation of the signal
and from the bit allocation control allowed by the quantiza-
tion process. These schemes usually rely on some kind of en-
tropy coding to reduce the statistical correlation and improve
the overall compression efficiency.
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The transform-quantization-encoding paradigm is partic-
ularly efficient for smooth, low-pass images, where most of
the transform coefficients representing the highest frequencies
tend to be negligible or of little importance. This allows the
use of a coarse quantization, leading to high compression
without compromising the quality of the reconstructed images.
Nevertheless, the excellent performance of such encoders for
low-pass images cannot be generalized to other image types. In
fact, for images of a different nature, like text, computer gen-
erated, compound (text and graphics) and texture, for instance,
the transform-quantization-encoding paradigm is not always
efficient; the rate-distortion (RD) performance is modest, and
highly disturbing visual artifacts, like ringing and blocking, are
common. Unfortunately, encoding methods that are suitable for
handling these types of images tend to have serious limitations
when used to encode smooth images.

An alternative paradigm is the use of pattern matching tech-
niques for image coding. These methods divide the data into
segments that are approximated by blocks (or vectors) drawn
from a dictionary, also referred to as codebook. Among these al-
gorithms, two classes of methods are arguably the most popular
and well known: Lempel–Ziv (LZ) based encoders [1], [2] and
vector quantizers (VQ) [3]. In spite of the success achieved by
such methods for some image coding applications, like lossless
image coding [4] and the compression of binary images [5], [6],
this paradigm has generally failed to perform well enough for
general lossy image compression to make it a strong alternative
to the transform quantization-based image encoders [7]–[12].

The multidimensional multiscale parser (MMP) [13] is a re-
cently proposed generic lossy data compression algorithm, that
has been able to achieve competitive results for some particular
classes of images. For nonsmooth images, like text, compound
(text and graphics) and texture images, MMP achieves very
good results, outperforming the state-of-the-art, transform
quantization-based image coders like SPIHT [14], JPEG [15],
JPEG2000 [16] and H.264/AVC intra [17]. On the other hand,
for smooth grayscale images, although performing better
than JPEG, MMP is still worse than DWT-based methods
like SPIHT and JPEG2000. Nevertheless, MMP compares
favourably with most image coding methods based on approxi-
mate pattern matching. Another interesting feature of MMP is
its “universal” character, which allows its successful use in the
compression of various signal types, like electrocardiograms
[18], stereoscopic images [19] and video [20], [21].

MMP uses an adaptive dictionary of vectors, formed by re-
cursively parsing a previously encoded block of data, in order
to recurrently approximate variable-length blocks of the input
image. Geometric transformations are used to scale each el-
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ement of the dictionary to the dimensions of the block seg-
ment that is being considered. The adaptive dictionary is up-
dated using concatenations and scale transformations (expan-
sions and contractions) of patterns previously occurring in the
original image. This process can be regarded as a combination
of the encoding strategies used in LZ encoders [2] and standard
vector quantization (VQ) [3], with the addition of a new and im-
portant principle: multiscale approximate pattern matching.

This paper is focused on the investigation of new ways to im-
prove the efficiency of the dictionary usage in MMP. The use
of predictive coding techniques, like those used in H.264/AVC
intracoding prediction [17], allow MMP to work on a signal
whose distribution favours the adaptation of the dictionary, thus
improving the approximation of the encoded blocks. Other de-
velopments intended to improve the dictionary adaptation are
also proposed, namely reducing redundancy among its elements
and increasing its approximation power. The first can be car-
ried out by pruning redundant elements and the second can be
implemented by updating the dictionary using more patterns
rather than just concatenations of expansions and contractions
of previously encoded blocks. Additionally, we introduce new
techniques that improve the efficiency of dictionaries’ indexes
encoding.

The new algorithms presented in this paper led not only to a
significant improvement in MMP’s performance for smooth im-
ages, but also to an improvement on the current good results for
other image classes. We also discuss the computational com-
plexity of each proposed algorithm and look at efficient tech-
niques that allow considerable complexity reduction without
loss of performance.

Section II presents the original MMP algorithm, focusing on
the image encoding application. Section III discusses the use of
MMP with predictive schemes and their advantages. Section IV
presents further techniques for improving dictionary usage and
Section V studies the computational complexity of the proposed
methods as well as efficient ways to reduce their complexity,
without loss of performance. The experimental results of the
proposed methods are presented in Section VI, and the conclu-
sions of this work are stated in Section VII.

II. MMP ALGORITHM

In this section, we describe the most relevant aspects of the
MMP algorithm related to its use to encode digital images. A de-
tailed description of the original method for generic data sources
can be found in [13] and [22].

A. Overview

Unlike conventional vector quantization algorithms, MMP
uses multiscale approximate block matching and an adaptive
dictionary. Traditional methods approximate each fixed size
image block, , using one vector, , of a dictionary , with
the same dimensions as . The scale adaptive block matching
used by MMP allows the correspondence of vectors having
different dimensions. If an original vector , of scale (with
dimensions pixels), is to be approxi-
mated using one vector of the dictionary, of scale (with
dimensions ), MMP uses a 2-D scale
transformation , that converts into a scaled version, ,

Fig. 1. (a) Segmentation of an image block and (b) the corresponding binary
segmentation tree.

before performing the match. When the algorithm fails to
perform the match of using a single vector of , it parses
it into two segments having half the pixels of ( and

) and recursively attempts to approximate each of these
segments. MMP is thus able to represent each image block
using not only one fixed-size vector from the dictionary but
the concatenation of several different vectors of , at variable
scales. The segmentation pattern for each input block is de-
termined using well known rate-distortion (RD) optimization
schemes based on a Lagrangian multiplier, [23], [24].

MMP uses an adaptive dictionary that is updated while the
data is encoded. Whenever a block is segmented into two halves,
its approximation is composed by the concatenation of two dic-
tionary words, and , that encode each of the halves
of the original block. In this case, the original block will be ap-
proximated by the following new pattern:

(1)

where represents the concatenation of two blocks. This new
pattern is used to update the dictionary. The scale adaptation
procedure ensures that this new block of the dictionary becomes
available to encode all future blocks of the image, irrespective
of their dimensions. In [13], a theoretical study demonstrates the
advantage of this method over fixed block size VQ for Gaussian
sources.

B. Algorithm Description

For each block of the image, the algorithm first searches
the dictionary for the element that minimizes the Lagrangian
cost function of the approximation. The original block is then
segmented into two blocks, and , with half the pixels
of the original block, and the dictionary of level ,
is searched for the elements and , that minimize the
cost functions for each of the sub-blocks. After evaluating the
RD results of each of the previous steps, the algorithm decides
whether to segment the original block or not. If a block is seg-
mented, the same procedure is recursively applied to each half.
The bisections are repeated successively in the vertical and hor-
izontal directions and are represented by a binary segmentation
tree, , as shown in Fig. 1. In this figure, the segmentation
used for an example block is represented along with the cor-
responding binary tree.

Each tree leaf corresponds to a nonsegmented block, , that
is approximated by one vector of the dictionary, , identified
by its index ( in the example of Fig. 1). The scale l is
related both to the blocks dimensions and to the tree level the
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leaf belongs to. For example, an initial block size of 16 16
corresponds to a segmentation tree with a root at level
and potentially spanning down to , the lower level of the
tree that corresponds to 1 1 blocks.

The binary segmentation tree, , holds all the information
needed to represent the MMP’s encoded version of the original
image block. An ordered string of symbols is used to transmit
the MMP data, as follows.

• A binary flag “0” is used to represent a block segmentation.
• A flag “1” indicates that the current sub-block should not

be segmented. It is always followed by the index used to
encode the corresponding sub-block (at level 0 no further
division is possible, so no segmentation flag is used; be-
cause of this, only the dictionary index is encoded).

The conversion of the binary segmentation tree into a string
of symbols is performed using a top-down approach. For each
node, the sub-tree that corresponds to the left branch is first en-
coded, followed by the right branch sub-tree. Considering the
example of Fig. 1(b), and assuming that the original block size
is 4 4, this block would be encoded using the following string
of symbols:

The segmentation tree symbols are then encoded using an adap-
tive arithmetic encoder [25], with adaptive histograms condi-
tioned by the tree level used for the flags and indexes.

Each tree node corresponds to a segmentation that leads to a
concatenation of two vectors, which is used to update the dic-
tionary. In the example in Fig. 1, the coding of the nodes 13,
6, 2, and 0 would cause successive updates of the dictionary.
Note that the dictionary updating procedure uses only informa-
tion that can be inferred exclusively from the encoded segmenta-
tion flags and dictionary indexes. This means that the decoder is
able to keep an exact copy of the dictionary used by the encoder,
requiring no side information. The initial dictionaries used at
every scale are built using uniform blocks with 64 different in-
tensity values, evenly distributed in the range [0, 255]. Although
the initial dictionaries are the same for all images, the dictionary
updating procedure allows the algorithm to “learn” the patterns
present in a particular image, adapting the dictionary to the data
that is being processed.

Scale adaptive block matching allows the use of every dic-
tionary pattern to approximate all future image blocks, regard-
less of their dimensions. The used scale transformation, , is
a straightforward implementation of traditional sampling rate
change methods [26], and is extendable to blocks of any dimen-
sion, by using separable transformations [27]. More detailed in-
formation about the MMP transformations is presented in [13].

The best segmentation tree for a given image block is chosen
by using an RD optimization scheme based on a Lagrangian
multiplier . The best tree in this sense is the one that mini-
mizes the value of a cost function , given by

(2)

where is the distortion of the approximation repre-
sented by and is the rate required to encode this
approximation.

Given a block corresponding to a node of , the value
of the cost function is given by

(3)

where corresponds to the bits spent to encode the dic-
tionary vector as well as the flag indicating that the block will
not be split. On the other hand, if the block is segmented into
two halves (corresponding to two leaf nodes and ),
its cost becomes

(4)

where is the rate used to encode the flag for a split
node . The block should be segmented only if this option
generates the smaller value for . The optimization process
tests all possible segmentation strategies for each block, begin-
ning with a fully expanded tree and pruning the branches that
have unfavourable costs.

The value of is fixed for the entire image and determines the
RD point for the encoding process. By varying it is possible to
achieve results spanning from the low rate/high distortion points
(high values of ) to the high rate/low distortion results (small
values of ). RD optimization ensures that for these rates the
encoder is able to achieve the minimum distortion [23], [24].
However, unlike other encoders (e.g., JPEG2000) MMP is not
able to target an exact compressed file size. This feature would
require the use of a sub-optimum RD scheme, in which the value
of is adapted along the image encoding process according to
the target compression ratio.

III. IMPROVING DICTIONARY PERFORMANCE WITH

PREDICTIVE CODING

In order to improve the performance of MMP, especially for
smooth images, we investigated new ways to enhance dictio-
nary adaptation. A discussion on the performance of MMP for
generalized Gaussian sources is first presented, followed by the
discussion of the joint use of predictive schemes with MMP, as
a way to manipulate the input signal so that the resulting prob-
ability distribution leads to a better exploitation of the learning
process of the adaptive dictionary.

A. MMP for Generalized Gaussian Sources

Predictive coding techniques have the well known property
of generating residue samples with highly peaked probability
distributions, centered around zero. The steepness of these dis-
tributions may vary according to the input image and the pre-
diction techniques, so they are best represented by generalized
Gaussian (GG) distributions (also called exponential power dis-
tributions) [28], [29]. The class of GG distributions is described
according to

(5)

where

(6)

and is the gamma function. The GG distribution has two
positive parameters: is a shape parameter that describes the
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Fig. 2. MMP coding of test images with known probability distributions: (left) histograms of test images for each GG distribution; (right) RD plots.

exponential rate of decay and is the standard deviation of the
distribution. Several distributions can be represented using GG,
like the Gaussian and Laplacian distributions.

Experimental tests showed that the performance of MMP in-
creases for input signals with peaked distributions. In these tests,
several images that are realizations of random processes having
GG distributions with values of equal to 0.5, 0.6, 0.75, 1, 2,
and infinity (uniform distribution) where encoded. The entropy
of the images was set to a constant value, by controlling the
quantization factor used to create these signals. Fig. 2(a) shows
the histograms of the test images and Fig. 2(b) presents the RD
results of encoding these signals with MMP. We may observe
that input images with narrower probability distribution consis-
tently lead to better encoding performances. This happens be-
cause more peaked distributions tend to generate more uniform
patterns, which favour the use of larger (and more efficient from
a rate-distortion perspective) blocks and increase the probability
that the patterns introduced in the dictionary during the updating
procedure will occur. The use of a dictionary element to ap-
proximate an image block prevents it from being partitioned,
thus avoiding the creation of a new dictionary entry; therefore,
a beneficial reduction of the number of dictionary indexes (and
of the corresponding entropy) is achieved.

This result suggests the advantage of manipulating the input
signal so that its distribution becomes more peaked. One effi-
cient way of achieving this is through predictive coding tech-
niques. Following these results, a new image encoding algo-
rithm, which we call the MMP-I (MMP with intraframe pre-
dictive coding), was developed. This algorithm uses predictive
methods, like those employed for intraframe prediction in the
H.264/AVC standard [17], in order to generate a predicted signal
that is encoded with MMP [30]. An overview of MMP-I is given
bellow and some relevant implementation details are described.

B. MMP-I Algorithm

MMP-I uses the neighboring samples of previously coded
blocks, which are to the left of and/or above the current block, to
determine the prediction error signal, , that corresponds to
the difference between the original block, , and the intrapre-
diction signal, , i.e.,

(7)

Fig. 3. Segmentation of an example MMP-I block.

where refers to the intraprediction mode used to determine
the predicted residue.

When encoding an image block, MMP-I chooses from the
available prediction modes the one that achieves the best RD
compromise. The chosen prediction mode for each image block,

, is transmitted to the decoder by a prediction mode flag,
which is encoded with an adaptive arithmetic coder. This infor-
mation is encoded prior to the flags and indexes corresponding
to the residue block. Once this information has been retrieved,
the MMP-I decoder is able to determine the corresponding pre-
diction block, , based on the same previously coded neigh-
boring pixel blocks. It then decodes the approximation of the
residue block, , and obtains the decoded image block by
adding the decoded residue block with the prediction pixels, i.e.,

(8)

Because the image blocks and the MMP trees are both scanned
from left to right and from the top to the bottom rows, the pre-
diction pixels used to determine a block have already been
encoded and are, therefore, available at the decoder.

Predictive coding in MMP-I is applied hierarchically across a
tree, where each level corresponds to image blocks of different
sizes, namely 16 16, 16 8, 8 8, 8 4, and 4 4 (corre-
sponding to the scales 8 to 4 of the MMP segmentation tree).
First, larger blocks in the top of the tree are selected for pre-
diction; when prediction fails, smaller blocks of the level below
are chosen. In the example of Fig. 3, the prediction of an orig-
inal block, , is performed in both halves, generating residue
blocks and that use independent prediction modes

and . The right half is further segmented by MMP. In
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Fig. 4. Histograms of image Lena: (left) original and (right) prediction error
signal used by MMP-I.

this work, the initial block size for both MMP and MMP-I en-
coders is 16 16 (corresponding to level 8 of the segmentation
tree). This block size was determined experimentally, as the best
compromise between RD performance and encoder complexity.

MMP-I uses an RD optimization algorithm inspired by the
one described in Section II. It uses the distortion and rate values
associated with the residue block in order to determine the
values of the corresponding cost functions . Based on these
values, the algorithm chooses the most favourable combination
of block size and prediction mode: small block sizes favour
prediction accuracy, but increase the rate overhead associated
with the prediction mode flags. The use of a hierarchical predic-
tion scheme, allied to RD optimization techniques, allows the
encoder to determine the best tradeoff between the prediction
performance and the allocated rate.

The effect of using intraprediction is demonstrated in Fig. 4,
which shows the histogram for the original image Lena together
with the histogram of the prediction error signal generated by
MMP-I. We can see the expected change in the distribution func-
tion, which is now concentrated around a reduced set of low lu-
minance values. This distribution is effectively related to a GG
with parameters and , demonstrating the ef-
fectiveness of the prediction process in inputting a source with
a peaked distribution to the MMP encoder.

C. MMP-I Details

The information about the block size used in the prediction
step must be sent to the decoder along with the prediction mode,
so that the decoder is able to use the same prediction blocks as
the MMP-I encoder. For this purpose, we use three instead of
two segmentation flags, as follows.

• Flag “0” indicates a tree node (block segmentation) for
which no prediction is performed.

• Flag “1” indicates a tree leaf. If no prediction mode has
been previously set for this block, this flag is followed
by a prediction mode flag, which describes the prediction
process that should be used at this scale.

• Flag “2” indicates a tree node (MMP segmentation) but at
a scale where prediction should be performed. It is always
followed by the corresponding prediction mode flag.

Considering the example in Fig. 3, the string of symbols gen-
erated by the MMP-I encoder for this block would be

where and are the prediction mode flags. As in MMP,
these symbols are encoded using an adaptive arithmetic encoder.

MMP-I uses a set of prediction modes inspired by those used
by H.264/AVC [17], but with one important exception: the DC
mode is replaced by a new prediction mode that uses the most
frequent value (MFV) among the neighboring pixels, instead of
their average. Unlike H.264/AVC, which uses transform coding
to encode the prediction error block, MMP-I encodes this pat-
tern using blocks from the dictionary. In this case, the DC value
of the prediction error is not as beneficial as for the case of trans-
form coding. Experiments showed that for text and graphic im-
ages, characterized by regions of near white background with
a few very dark pixels as foreground, the DC prediction mode
tends to generate error blocks with a large variety of values. As
a result, the coding efficiency of the method is greatly impaired.
In these cases, the use of the most frequent value for the predic-
tion has the advantage of creating prediction error blocks with
samples that are more consistently clustered around zero. This
leads to a dictionary with far fewer words, thus enhancing the
overall coding efficiency for text and graphics images without
affecting the performance for smooth images [30].

The initial dictionaries of MMP-I, like those of the tradi-
tional MMP algorithm, are composed of a set of uniform blocks,
but with nonuniformly spaced integer amplitudes in the range

. As prediction error samples tend to be clustered
around zero, it is better to have the amplitudes of the initial dic-
tionaries with a higher density towards zero. In more precise
terms, if the initial dictionary vectors are sorted in increasing
amplitude order, the difference between the amplitudes
of two consecutive vectors is set to

if

if

if

if

(9)

In order to allow for lossless coding when [see (2) to
(4)], dictionary , containing blocks with dimension 1 1, is
an exception to the above rule, as it is initialized with all the in-
tegers in the range . This is so because, in the worst
case, the tree can correspond to all blocks being partitioned to
1 1, allowing every pixel to be independently approximated
by any possible value.

Although such a highly sparse dictionary is not efficient for
coding images, MMP’s dictionary updating procedure quickly
adapts the dictionary to the typical patterns that are being en-
coded. Note that this adaptive process is the basis for the ver-
satility of codecs based on the MMP paradigm, providing them
with a good all-round performance, regardless of the original
image data that is being considered.

As in MMP, independent copies of the dictionary are kept
for each scale and a test condition is used to avoid inserting
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blocks that are already included in the dictionary. This has the
advantage of allowing the dictionaries in different scales to grow
independently. In general, the coding process introduces fewer
elements in the dictionaries from the smaller scales, since for
them it is more likely that a vector will match an already
existing vector.

Experimental results (presented in Section VI, see Fig. 10)
show that MMP-I is able to significantly improve the quality of
MMP for smooth images, while maintaining, or improving, the
good results for text and compound images, when compared
with state-of-the-art encoders. This allows MMP-I to achieve
good performance for all types of images. This differentiates
it from traditional transform-quantization based encoders,
that have poor efficiency for nonsmooth images, and also
from MMP, that has a performance deficit for smooth images.
These good all-round results indicate that the use of prediction
provides a significant improvement in dictionary adaptation.
Motivated by these results, we have developed other techniques
that further improve dictionary usage in MMP-I; they are
described in the next section.

IV. IMPROVING DICTIONARY ADAPTATION

The efficiency of the MMP-I encoder is a consequence of the
improved dictionary adaptation that results from the use of pre-
diction error data. In this section, we investigate new techniques,
with different concepts, that also allow for an improvement in
dictionary usage, namely:

• reduction of the redundancy among the elements of the
dictionary;

• increase in the approximation power of the dictionaries by
adding extra patterns;

• more efficient encoding of the indexes of the dictionary
elements;

• use of scale transforms with -norm equalization.
The following subsections present a set of techniques that

allow for a successful exploitation of these concepts. Experi-
mental results, presented in Section VI, show that the proposed
techniques allow for consistent improvements in the encoder’s
performance when used in MMP-I. The encoder resulting from
MMP-I, with the addition of these improved dictionary design
techniques, will be referred to as MMP-II.

A. Dictionary Redundancy Control

MMP-I uses the same dictionary updating procedure as the
original MMP algorithm. Each time a new block is created
at scale (by the concatenation of two vectors of scale of
the dictionary) the new block becomes available for all scales

of , unless the block already exists in . Practical tests
have shown that the final dictionary size tends to grow linearly
with the target bit rate (see Fig. 7). Further studies have also
shown that:

• the final number of blocks at each scale of the dictionary
is much larger than the total number of blocks that are
actually used for encoding an image;

• this difference grows when target bit rate increases.

Fig. 5. New dictionary updating procedure: a minimum distance condition is
imposed for the insertion of new dictionary vectors.

Each new vector inserted in the dictionary requires a new
index, increasing the average entropy of these symbols. There-
fore, the introduction of new blocks in the dictionary that are
not beneficial for the approximation of future blocks limits the
performance of the algorithm. In order to address this problem,
a new dictionary growth control algorithm was developed, with
the objective of reducing the redundancy among the dictionary
vectors. This allows a bit rate reduction, with just a marginal in-
crease in distortion [31].

The new adaptation procedure tests each new block , of
scale , before using it to update the dictionary. The updating
step is only performed if the distortion between and any
existing block of is not inferior to a given threshold , i.e.,
if, for every element of dictionary

(10)

This introduces a minimum distortion condition between any
two vectors of each scale of the dictionary: for a given scale ,
only one block may exist inside any hypersphere of radius in
the -dimensional space. This process is represented in Fig. 5
for the 2-D case.

The value of controls the redundancy among the elements
of the dictionary and must be carefully determined. If the hy-
perspheres’ radius is too small, the dictionary vectors will be
very close to each other, and it may not be possible to reduce re-
dundancy. On the other hand, if it is too large, the dictionary
space will have large void areas, corresponding to patterns that
will not be accurately represented, leading to a decrease in the
algorithm’s performance. In addition, the optimum value for is
also a function of the target bit rate: for lower bit rates the distor-
tion level will be higher, which permits larger distances between
the elements of the dictionary. For higher rates, the elements of
the dictionary should be closer, providing a more accurate rep-
resentation of the image patterns. Note that the larger the value
of the hypersphere’s radius , the smaller the number of dictio-
nary elements and, consequently, the lower the rate needed to
encode them.

The dependence of the hypersphere radius on the a priori
unknown target bit rate can be regarded as a dependence on the
known value of the coding parameter used in the RD con-
trol algorithm. A heuristic relating to was then determined
by encoding a set of test images using different pairs
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and observing the corresponding RD charts. The convex hull of
these charts, composed by the points that minimize the function

, correspond to the best relation between and , given
by the function

if
if
otherwise

(11)

A negligible 2 bit overhead is used to transmit the value of to
the decoder ( is not known there), so that the updating proce-
dure used by the encoder can be replicated.

Note that the restriction in (10) is on the Euclidean distance,
and not on the distortion per coefficient. This restriction makes
the maximum allowed distortion per coefficient decrease expo-
nentially with the block scale. This means that a dictionary of a
smaller scale is less likely to be updated than a dictionary of a
larger scale, i.e., the cardinality of larger scale dictionaries will
increase faster than the ones of smaller scales (in other words,
large scale dictionaries will end up having less redundancy than
the small scales ones). The Euclidean distance is a reasonable
choice from a rate-distortion standpoint for two main reasons:
first, the blocks of the larger scales correspond to very efficient
ways of encoding image pixels, while the use of smaller scales
implies a higher bit rate cost; second, MMP-I tends to use mostly
blocks of the smaller scales (block sizes from 2 2 to 4 4
pixels); therefore, this larger reduction of the redundancy among
the dictionary elements in smaller scales has a positive impact
on the coding efficiency. This has been confirmed by experi-
ments where other ways of controlling the minimum distance
between blocks were tested, and the best results were achieved
when the condition in (10) was used.

B. Increasing the Dictionary Approximation Power

Adaptive approximate pattern matching methods, like MMP
and MMP-I, explore the self similitude properties of digital im-
ages, relying on the assumption that each block used to approx-
imate one region of an image has a fair probability of being
useful in approximating future regions of the image. MMP-
based methods expand this concept for blocks of different di-
mensions, through the use of scale transformations. This tech-
nique provides the dictionary with a richer set of patterns, which
increase its approximation power. In this section, we discuss the
use of other updating strategies that further improve the approx-
imation power of the dictionary by including in it more than
one vector per approximation. One side effect of this process is
the faster increase of the dictionary’s cardinality, which leads
to an increase in both rate and computational complexity. This
requires a careful selection of the blocks involved in the dictio-
nary updating procedure, notably through the use of redundancy
control strategies like the one in Section IV-A.

As was explained in Section III, MMP-I uses scaled ver-
sions and concatenations of the approximated residue blocks,

[see (8)] to update the dictionary. In this work, we
investigated the introduction of extra patterns during the dictio-
nary update step, namely geometric transforms and the additive
symmetric of the original block, as well as displaced versions of
the image residue.

The use of geometric transforms exploits the spatial relations
between the prediction modes. The prediction modes used in
MMP-I are mainly directional modes, that try to predict image
patterns that occur in the image with different orientations. Spa-
tial relations between these orientations are easily observed. For
example, the horizontal and vertical predictions can be related
through the use of a 90 rotation. To exploit this fact, four new
versions of the originally determined block are inserted in the
dictionary: two rotated (by 90 and ) and two mirrored
(horizontally and vertically) versions of .

In our investigation, we have also used the additive symmetric
of the block to update the dictionary, i.e., at each dictionary
adaptation step we also include the block . This
block tends to have the same directional structure as the original
block, meaning that it has the potential to be useful to encode
future residues determined with a similar prediction mode, or
even with a different one.

The use of displaced versions of the reconstructed residue
block is justified by the fact that a pattern in a digital image may
recur at any position, not only on the grid defined by the seg-
mentation process used in MMP. To take this into account, we
have included displaced versions of the reconstructed residues
in the updating procedure of the dictionary. They are given by
(to simplify notation, from this point on we drop the mode sub-
script from the residue and prediction blocks)

(12)

where represents the prediction used for pixel .
Our tests used displacement steps that correspond to one half
or one quarter of the block dimensions and maximum displace-
ment windows that have the same dimensions as the block

. This means that, for a block of size ,
we include in the dictionary all blocks , with

(13)

where corresponds to displacements of one half
(quarter) of the block size in each dimension.

We assessed these new updating rules by using them in the
MMP-I algorithm described in Section III. We observed that in
this case they generally introduce no improvements in the final
quality results, and may even lead to inferior PSNR values for
the decoded images. This is because the increased entropy of
the indexes’ symbols, caused by the additional elements, over-
comes the potential gains achieved by the better approximation
capabilities of the new elements, leading to no improvements in
the overall performance.

Nevertheless, when combined with the redundancy control
scheme proposed in Section IV-A, an enhanced rate-distortion
performance is observed. This further demonstrates the effec-
tiveness of the proposed redundancy control algorithm. Experi-
ments have shown that two combinations achieve the best re-
sults: a) the geometric transforms combined with block dis-
placements using [see (13)], and b) the use of all the above
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Fig. 6. Division of dictionary D into L + 1 partitions.

updating strategies (in this case a marginal gain was observed).
Considering the increased computational complexity resulting
from the introduction of extra dictionary blocks, we conclude
that the simple use of the displaced blocks with is the
best compromise.

C. Dictionary Partitioning

Another way to improve the performance of MMP-I is to in-
crease the efficiency of encoding the dictionaries’ indexes. The
original method employs a context adaptive arithmetic encoder,
using the current scale of the symbol as a context, to losslessly
compress the dictionary elements’ indexes as well as the seg-
mentation and prediction mode symbols. This context definition
is implicit for the decoder, so no side information is required.

In this paper, we propose a new context adaptive scheme to
encode the indexes of the dictionaries’ elements, by partitioning
each dictionary and associating different probability contexts
to different partitions. This implies that, instead of encoding a
single index value to identify a given block of the dictionary,
each block is encoded using two symbols: one that specifies the
dictionary partition , and another that points to the relevant
block inside the partition, . This process, represented in Fig. 6,
requires the transmission of two symbols per block instead of
just one. Although this may at first seem to introduce an addi-
tional overhead, it may lead to gains through the exploitation
of the statistical distributions of these symbols. This is because,
depending on the criteria used to partition the dictionaries, the
entropy of the symbol used to choose the partition may be much
lower than ( is the number of partitions). Thus,
by using an adaptive arithmetic coder to encode the symbols
and , a decrease in the overall rate can be achieved. One may
argue that the entropy of a dictionary word is the same irrespec-
tive of the number of steps in which it is encoded. However,
if the criteria used to partition the dictionaries are conveniently
chosen, then an adaptive arithmetic coder could approach the
entropy of the sources at a much faster rate.

When testing this method with MMP-II, several criteria for
partitioning the dictionary were investigated, namely: the pre-
diction mode, the original scale of the block, and the rule used
to introduce the block in the dictionary (that is, if the block was
originally created by MMP or by one of the new updating tech-
niques described in Section IV-B). In the first case, each parti-
tion contains the vectors that were added to the dictionary when
a specific prediction mode was used. In the second case, each
dictionary partition contains the vectors that were originally cre-
ated at a given scale (by the concatenation of two blocks of
scale ). In the third case, separate partitions were cre-
ated to distinguish the blocks that were originally created using

each different updating criterion (e.g., displaced blocks, rotated
blocks, etc.). When comparing these criteria, the original block
scale proved not only to be consistently better than the other two,
but also allowed for consistent improvements over the nonpar-
titioned case for all tested images and rates.

D. Norm Equalization of Scaled Blocks

Theoretical results for generalized Gaussian sources with a
shape parameter describe the stability of the norm of the
input vectors , when their dimension tends to infinity [29],
[32]. The norm (also called the -norm) of a vector

is defined as

(14)

A simple case of particular interest is the Euclidean or norm
of a vector, which defines commonly used measures for a vector
length or the distance between two vectors.

In [32], a study of the geometric properties of a Laplacian
source is presented and a new source coding theorem is de-
scribed. The essential concept behind these results (extended
for GG sources in [29]) is that, for a high rate and dimension,
vectors from a GG source tend to cluster on a “shell” of con-
stant probability. This implies that the optimum source code
can be asymptotically designed based only on an N-dimensional
pyramid corresponding to the locus of the N-dimensional vec-
tors. This locus corresponds to a constant norm, where is
the shape parameter of the GG model of the source. This result
suggests that the use of dictionary blocks with a uniform
norm could be advantageous for MMP-I. However, one has to
consider that the accuracy of this model may be restricted due
to the limited dimension of the blocks used by MMP-I, together
with the skew between the theoretical model and the actual pre-
dicted residue signal. An experimental evaluation demonstrated
that, in spite of these factors, there is a consistency with the norm
of the predicted residue vectors of different scales.

This fact led to a slight modification in the way the dictionary
is updated using the scale transformations: when a new dictio-
nary block is generated by MMP-II at a scale , the new blocks
used to update the dictionaries at other scales are normalized to
the same norm of the original block. Note that in both MMP
and MMP-I the scale transformations are such that the norm of
a scaled block increases with its dimension. The equalization
factor that assures the equivalence of the norms of the orig-
inal and the scaled blocks is

(15)

Experiments demonstrated that the equivalence of the norms
of the original and scaled blocks is the best compromise for all
tested images, and has the extra advantage of being the simplest
to implement computationally. One interesting fact observed in
the simulations is that the described procedure is most effec-
tive when its application is restricted to block expansions, with
block contractions remaining exactly as before. In this case, this
technique permits an improvement in the rate-distortion perfor-
mance for smooth images (up to 0.2 dB) without compromising
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the performance for nonsmooth images (where the smaller effi-
ciency of the predictive step generates a set of predicted residue
blocks that do not correspond as accurately to the GG model as
the ones for smooth images).

V. ON THE COMPUTATIONAL COMPLEXITY OF

MMP-BASED METHODS

We start this section by briefly discussing the computational
complexity of the proposed algorithms. We then describe new
methods that efficiently reduce the computational complexity,
without any loss of coding efficiency (we even get minor PSNR
gains for some image classes).

As happens with most approximate pattern matching
schemes, MMP encoders have a computational complexity
similar to that of standard VQ methods. The complexity of
such encoders is related to the calculations of the sum of square
differences (SSD) used in the search for the best match for a
given image block. Because of this, the complexity strongly
depends on the number of blocks stored on the dictionary. In
addition, it is a well-known fact that it is traditionally higher
than that of transformed-based encoders.

Because the use of prediction in MMP-I implies the optimiza-
tion of the encoding process for the residue blocks determined
for each of the prediction modes, MMP-I is at least times
more complex than the original MMP algorithm. Nevertheless, a
significant reduction in the complexity can be achieved for both
methods by the use of simple implementation strategies, like the
use of precomputed tables with the values of squared pixel dis-
tortions, used in SSD computation, and with the values of the
logarithm of symbol probability, used in the computation of the
Lagrangian cost function. These tables allow for a reduction in
the computational complexity at the cost of a small increase in
required memory.

A significant reduction in the number of operations used in
the best match search process can also be achieved through the
use of fast search methods, like the ones described in [33], [34].
These methods efficiently limit the number of dictionary blocks
that must be tested when searching for the best match, with no
loss of performance.

A. Reduction of the Computational Complexity

In spite of the complexity reduction achieved by the above im-
plementation techniques, MMP-II’s complexity is still strongly
dependent on the number of elements of the dictionary. In this
section, we start by analysing the impact on the computational
complexity that each of the improvements in dictionary adapta-
tion introduced in Section IV present. Then, we propose further
techniques to increase the computational efficiency of MMP-II.

The use of dictionary partitioning (Section IV-C) and of
norm equalization (Section IV-D) have no relevant effects on
the computational complexity of the method. On the contrary,
the redundancy reduction technique proposed in Section IV-A
avoids the introduction of some elements in the dictionary, thus
reducing the complexity of the method. In this case, the reduc-
tion increases with the value of the hypersphere radius . On the
other hand, the techniques proposed in Section IV-B are based
on the inclusion of extra elements in the dictionary, which tends
to increase the complexity. In Fig. 7, we may observe the final

Fig. 7. Final number of elements for scale 8 of the dictionary versus rate for
image LENA.

number of elements at scale 8 of the dictionary (16 16 blocks)
versus the rate for the original MMP, MMP-I and MMP-II using
extra displaced blocks with (MMP-II A), for the image
LENA. The observed growth of the dictionary cardinality drasti-
cally increases the complexity of MMP-II A. This motivated the
investigation of complexity control techniques that would not
compromise the algorithm’s efficiency. We have seen that the
use of methods that limit the maximum number of dictionary
elements degrades the algorithms’ performance. A successful
approach was to limit the range of the dictionary scales updated
for each new included block.

In the MMP and MMP-I algorithms, when a new block
in scale is created, scaled versions of are used to up-
date the dictionary at all used scales. However, we conjecture
that large scale changes tend to create new blocks that are not
useful to approximate residue patterns generated at the target
scales. We have indeed verified experimentally that a restric-
tion on the updating process yields significant improvements:
for each new block created at scale , only scales in the range

to are updated. The op-
timum values for the parameters and varied slightly
for different image types. However, as a general rule, the use
of allowed a significant reduction on the
computational complexity without any noticeable degradation
in rate-distortion performance (for some images, like the text
image PP1205, restricting the updated scales even leads to some
rate-distortion performance gains). Fig. 7 also gives the results
generated when this technique is applied to MMP-II A (labelled
as MMP-II B). We observe that this method reduces the final
number of elements in the larger scale of the dictionary by about
70%.

Another factor that affects computational complexity is the
maximum size of the blocks that are input to the algorithm (that
corresponds to the initial block dimensions, that is, the highest
level of the MMP segmentation tree). Smaller block dimen-
sions mean that segmentation trees with smaller depths have to
be used, both in the optimization of the prediction mode and
in the search of the best match, decreasing the overall com-
plexity. Originally, fixed initial block dimensions of 16 16
were used, since they provided the best compromise between
computational complexity and the rate-distortion performance
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TABLE I
AVERAGE PSNR VALUE FOR THREE SETS OF NATURAL SCENE IMAGES, TEXT IMAGES AND COMPOUND IMAGES

Fig. 8. Increase in computational complexity of the new updating techniques
relative to the original MMP-I, for image LENA.

gains obtained at high compression ratios, where the use of large
blocks allows large bit rate savings for coarser approximations.
However, for low compression ratios, where smaller distortions
are targeted, blocks of the largest scales are irrelevant. We have
exploited this fact by using different block sizes in MMP-II:
larger blocks (16 16) are used for larger compression ratios

, while smaller blocks are progressively used for
higher compression ratios: 16 8 for and 8 8
for . A negligible overhead is used to transmit the block
size. Using this, a significant reduction in computational com-
plexity is obtained without any degradation in rate-distortion
performance.

B. Computational Complexity Analysis

Due to the computational optimization techniques discussed
in the previous subsection, it is not a trivial task to theoretically
evaluate the relation between the computational complexity and
the number of dictionary elements or the used block size. An
experimental study was, therefore, performed instead, in order
to evaluate the impact of the proposed techniques in the reduc-
tion of the methods’ complexity. Fig. 8 shows the percentage
of additional computational complexity, relative to MMP-I, for:
MMP-I with extra displaced blocks (MMP-II A); MMP-II A
with scale restrictions (MMP-II B) and MMP-II B with adap-
tive initial block sizes (MMP-II C). The experimental results
have shown the following.

• The computational complexity grows at a much smaller
rate than the number of dictionary words (see plots for
MMP-II A in Figs. 7 and 8).

• Limiting the range of the updated dictionary scales and
the use of adaptive initial block sizes permits a signif-
icant reduction in complexity (see lines for MMP-II B
and C in Fig. 8). Indeed, even when the techniques for

Fig. 9. Some of the used test images. From left to right, top to bottom:
LENA, GOLDHILL, PP1205, PP1209, CAMERAMAN, and PEPPERS.

increasing the dictionary’s approximation power proposed
in Section IV-B are used, the overall complexity decreases
when compared with that of the original MMP-I for
medium to higher rates (where smaller blocks are used),
while for smaller rates only a small increase in computa-
tional complexity is observed.

It is important to note that, although the above techniques
provide a large reduction in computational complexity, it is
still much higher than that of transform-based methods. All
tests were performed using a C language implementation of
the encoder, that is not optimized for execution performance.
The encoding time for image Lena at 0.5 bpp, on a 3-GHz
Pentium 4-based standard PC is of about eight and one half
minutes. The decoding time is about 19 s. Future work will
focus on further efficient ways to reduce the computational
burden of the proposed methods; however, at this point of our
investigation, the main focus is still on optimizing the algo-
rithm’s rate-distortion performance.

VI. EXPERIMENTAL RESULTS

In this section, we present the experimental results for
MMP-I and for MMP-II. More precisely, MMP-II utilizes
the redundancy control technique of Section IV-A, according
to (11), the addition of displaced blocks with [see
Section IV-B and (13)], the partition of the dictionary ac-
cording to the original scale of the block (Section IV-C)
and the complexity reduction techniques described in
Subsection V-A. The results of the proposed algorithms
are compared with those of the original MMP, the JPEG2000
encoder [16] and H.264/AVC intraframe still image encoder
[17]. The JPEG2000 has been chosen as a state-of-the-art
reference for DWT-based image encoders. H264/AVC has
been chosen due to its excellent performance for image
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Fig. 10. Experimental results for MMP-I and MMP-II, together with those for MMP, JPEG2000 and H.264-AVC High profile, for images: (a) LENA; (b) GOLD-
HILL; (c) PP1025; (d) PP1209; (e) CAMERAMAN (256� 256); (f) PEPPERS.

coding when using intracoding tools [35] and because it uses
similar prediction methods to MMP-I and MMP-II, but within
a transform-quantization-encoding paradigm. H.264/AVC’s
FRExt high profile is used because it allows for the best
encoding performance [35].

Simulations were performed using various types of images.
Results are presented for four natural (smooth) images: LENA,
GOLDHILL, PEPPERS, and CAMERAMAN, as well as two
nonsmooth images: a text image, PP1205, and a compound
(text and grayscale) image, PP1209. Images PP1205 and
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PP1029 were scanned, respectively, from pages 1205 and 1209
of [36]. These images, displayed in Fig. 9, are available for
download at [37]. They were chosen because they are good
examples of the image types they correspond to, allowing for
a fair assessment of the proposed encoder for different image
models. All the images have dimensions 512 512 except for
the CAMERAMAN image, which has 256 256 pixels.

A comparison of the compression performance of the tested
methods, in terms of the objective quality (PSNR) versus the
compression ratio (in bits per pixel), is shown in Fig. 10. The
plots presented are limited to rates where the visual distortion
of the compressed images does not make them unusable, which
is particularly relevant for the text images. As can be seen
in Fig. 10(c) and (d), for text and mixed images like PP1025
and PP1209, the advantage of using multiscale recurrent pat-
tern-based encoders is clear. For these images, H.264/AVC
proves to be more efficient than JPEG2000, showing consis-
tent quality gains of about 1 dB for all tested rates. For text
image PP1205, MMP and MMP-I have similar performances,
achieving gains up to 4 dB over H.264/AVC and about 5 dB
over JPEG2000. When the proposed dictionary adaptation
strategies are used (MMP-II in Fig. 10), the performance of the
method increases by up to more than 1 dB, and the resulting
advantage over the state-of-the-art methods for the text image
is 6 dB over JPEG2000 and 5 dB over the H.264/AVC high
profile intraencoder.

For compound image PP1209, MMP-I and MMP-II also out-
perform all other tested methods, presenting gains over MMP
from 0.5 dB to more than 1 dB. H.264/AVC achieves better re-
sults than JPEG2000 for this type of image, having a perfor-
mance that is equivalent to MMP, i.e., consistently inferior to
that of MMP-II. In fact, MMP-II achieves gains over JPEG2000
of about 2 dB and an advantage over H.264/AVC of up to 1 dB.

Fig. 10 also shows that the proposed methods significantly
improve the objective quality for smooth grayscale images.
The gains of MMP-I and MMP-II over MMP are more than
2 dB for the tested images. We also observe that H.264/AVC
High profile intraencoder is able to consistently outperform
JPEG2000. These traditional transform quantization-based
methods, which are highly optimized for smooth images, are
still slightly more efficient than MMP-I and MMP-II for some
smooth images. Nevertheless, for image CAMERAMAN, we
observe that both MMP-I and MMP-II perform better than
JPEG2000. For image GOLDHILL, MMP-I has a performance
that is equivalent to that of JPEG2000 for higher compression
ratios, while the performance of MMP-II is equivalent to that
of JPEG2000 for all rates. For image LENA, the rate-distortion
performances of MMP-II and MMP-I are just 0.2 to 0.3 dB
below that of both H.264/AVC and JPEG2000. For image
PEPPERS, while the gains of JPEG2000 and H.264/AVC over
MMP-I are inferior to 0.5 dB for most of the target bit rates,
the improvements introduced in MMP-II managed to make its
performance equivalent to that of JPEG2000 and H.264/AVC.

Table I shows the average PSNR measures for three groups
of test images: eight natural scene images, four text images, and
eight compound images. In this table, one may again observe the

Fig. 11. Detail of compound image PP1209. (a) MMP-II at 0.34 bpp
(28.44 dB), (b) JPEG2000 at 0.33 bpp (26.67 dB), (c) H.264/AVC at 0.33 bpp
(27.48 dB).

great performance advantage of MMP-II for nonsmooth images
and an average PSNR value for smooth images equivalent of
that of JPEG2000.

A perceptual evaluation of MMP-II was also performed.
Fig. 11 shows a detail of compound image PP1209, compressed
by MMP-II, JPEG2000 and H.264/AVC. The observation of
the images shows the disturbing ringing and blurring artifacts
introduced by JPEG2000 in the text and graphics region. The
artifacts introduced by H.264/AVC are not so disturbing, but
one may notice the advantage of MMP-II in the compression of
the text/graphics region. For the smooth image area, JPEG2000
introduces some blurring and ringing effects, while MMP-II
suffers from blocking artifacts at this high compression ratio.
H.264/AVC avoids blocking by using postfiltering techniques.
However, it has been verified that the use of such techniques
with MMP-II also successfully reduces the blocking effects,
leading to both objective and subjective improvements in the
quality of the decoded image [38].

VII. CONCLUSION

This paper proposes a set of new dictionary adaptation tech-
niques for multiscale recurrent pattern matching image coding.
These techniques are able to provide significant improvements
for the MMP algorithm. We refer to the improved algorithm as
MMP-II. Predictive coding was used to modify the probability
distribution of the signal, while new context adaptive arithmetic
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coding and redundancy reduction techniques were combined
with new dictionary updating strategies, to simultaneously in-
crease the approximation power of the dictionary and the coding
efficiency of the index symbols.

The MMP-II algorithm presents significant gains over MMP
(up to 2 dB), which demonstrates the efficiency of the pro-
posed dictionary design strategies. When compared with some
of the most successful image encoders, such as JPEG2000 and
H.264/AVC high profile intraframe encoder, MMP-II achieves
significant gains for nonsmooth images, like text (up to 6 dB)
and compound images (up to 2 dB), and presents a competitive
performance for smooth images.

Prior attempts to improve MMPs’ performance for smooth
images were conducted, but these are unrelated to dictionary
updating and usage. In them, continuity constraints are imposed
when encoding the image blocks [39]. An interesting further de-
velopment of this work would be to investigate if the introduc-
tion of such continuity constraints in MMP-II can lead to further
improvements in rate-distortion performance.

Since MMP-II performs well for a large class of image types,
it has a useful universal character. This makes it an alternative to
the current transform quantization-based coding paradigm that
it is worthy of further investigation.
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