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Abstract—This work proposes a novel system for detecting
facial landmarks in images using an ensemble of correlation-
based filters known as Inner Product Detector (IPD). This
work has three main contributions: i) the usage of a bootstrap
aggregating algorithm (bagging), to produce a ensemble classifier
with higher accuracy when compared with the original IPD
detector; ii) a new discriminant function based on the highest
IPD mean value calculated from samples positively classified in
a voting scheme; iii) and a study to assess the influence of class
unbalance over the system performance. The proposed method
was evaluated on the BioID and LFPW datasets, achieving an
average accuracy of 93.3% in the BioID for both eyes, at 10% of
the interocular distance, and accuracies of 85.2% and 81.6% for
the left eye and right eyes respectively, on the LFPW database,
at 10% of the interocular distance. Since it can detect the eyes at
approximately 70 FPS in a Matlab implementation, the proposed
method is also fast enough to be used in real time applications.
These results were compared to the ones in the state of the art
in eye detection - which include methods using deep learning -
in terms of accuracy and computational complexity.

Index Terms—Computer Vision, Eye localization, Facial fea-
tures, Ensemble Methods.

I. INTRODUCTION

Many applications rely on eye tracking as an important part
of their operation, such as biometrics, expression recognition,
face alignment, pose estimation, 3D face modeling, face
tracking, and assistive technologies, for example, attention and
gaze estimation of disabled people.

There are several ways to accomplish this task, but the
cheapest and less intrusive techniques are the vision-based
ones [1]. Some examples include [2], which employs gradients
to detect the eye center, and [1], which uses the isophote
curvature to achieve the same aim.

Currently, the most common approaches to eye detection
and tracking are based on machine learning. These approaches
can be divided into two categories: local and global meth-
ods [3]. Global methods generally include shape or appearance
constraints, and are capable of locating multiple facial features
simultaneously. Their performance is strongly dependent on

their initialization, and they generally have higher compu-
tational costs than local methods. Given their dependence
of a initialization point, most global methods rely on local
approximations to produce reliable starting points.

Local methods can locate a single feature with greater accu-
racy and lower computational cost, but they tend to suffer from
ambiguity under complex backgrounds and occlusion. A 2-D
cascaded AdaBoost is employed in [4] for facial landmarks
detection. An approach for facial point using a combination
of Support Vector Regression and Markov Random Fields to
reduce search time and increase the accuracy is presented
in [5]. A method to locate pupils which uses an ensemble of
randomized trees is reported in [6]. The authors of [7] proposes
a modified version of the SVM classifier, called eSVM, and
Haar features, to perform eye detection.

As an example of global method, in [8] is proposed a
shape edge-based comparison method for face alignment using
the Hausdorff distance to measure the similarity between a
face model and possible faces. The result of a multistage
system with Pairwise Reinforcement of Feature Responses
(PRFR) is used to initialize an Active Appearance Model
(AAM) for facial feature detection in [9]. A fast and accurate
regression framework for face alignment is presented in [10].
This approach uses a two-step procedure consisting of a local
regressor to extract local binary features from the landmark
region, followed by a global linear regressor to estimate the
output shape. The authors of [11] employed a cascade of
deep convolutional neural networks, in a coarse-to-fine shape
estimation fashion, for facial landmark detection. A framework
that utilizes eye templates to produce features to be fed
into a deep neural network for locating eyes is presented
in [12]. A similar approach is presented in [13], which Deep
Boltzmann Machines are used to produce features employed
into a backpropagation neural network for eye detection using
a moving window.

In this work, we propose a system capable of detecting the
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eyes with high accuracy. To achieve this aim, we use an en-
semble technique called bootstrap aggregating (bagging) [14]–
[17] to generate multiple training sets. Each of these sets
is employed to train an instance of a correlation-based filter
called Inner Product Detector (IPD) [18]–[20]. To obtain a
single output, a voting scheme is applied on the output of
the detectors. This work has three main contributions: i) the
combination of two techniques, bagging and IPD, aiming to
improve the system accuracy; ii) a new discriminant function
based on a voting scheme; iii) and a study to assess the
influence of class unbalance over the system performance. The
proposed system achieves accuracy of 87.9% when detecting
both eyes on the BioID dataset, within a distance smaller than
5% of the interocular distance from the eye, and accuracy
of 81.6% and 85.2% for the left and right eye, respectively,
on the LFPW dataset, at 10% of the interocular distance.
The proposed method is also competitive in terms of com-
putational complexity and time execution, achieving the mark
of approximately 70 frames per second (FPS) to detect both
eyes in a naive Matlab implementation - fast enough to be
used in real time applications. It is worth mentioning that the
results obtained in this work were compared to state of the art
methods, which includes deep learning approaches, in terms
of both accuracy and computational complexity.

The remaining of this paper is organized as follow. Next
section we briefly present a background on IPD and Bagging.
In Section III we describe our experimental procedure, includ-
ing utilized datasets, the proposed method, training and test
procedures and evaluation. The obtained results, comparisons
and discussion about them are in Section IV. Conclusion are
in Section V.

II. BACKGROUND

A. Inner Product Detector

Let X be a d-dimensional random variable with realizations
xi to be classified as belonging to either classes, A1 or A0.
The main goal is to produce a d-dimensional detector hA1 ,
optimal in the least square sense, that is able to determine
whether an object belongs to A1 class.

hT
A1

xi =

{
1, if xi ∈ A1

0, otherwise.
(1)

The least square sense solution for hA1
is [19]

hA1 = R−1XXP (A1)µA1
(2)

Where RXX is the global autocorrelation matrix of the
training samples, P (A1) is the probability of the sample
belongs to A1, and µA1

is the mean of samples from A1.
Note that RXX must be a nonsingular matrix. In other words,
the dimension of the vectors must be smaller than the number

of statistically independent samples. Another interesting fact
is that the expression P (A1)µA1

is the mean of samples from
the desired class weighted by its probability.

B. Bootstrap Aggregating

The bootstrap aggregating, also known as bagging, was
initially proposed in [14] to improve the stability and accu-
racy in machine learning algorithms used in regression and
classification problems [14] by generating a set of classifiers
trained under different training sets, generated by sampling
the original set with replacement [15]. This process can
be described as follows: given a training set XL, bagging
generates B new training sets Xb from XL, drawing samples
uniformly and with replacement. This process is shown in
Figure 1. The objective is to build a prediction model by
combining an ensemble of simple and diverse classifiers with
a voting decision function. The bagging algorithm is a type of
ensemble learning algorithm [16], [17].

Original training set XL

Bootstrap training sets XB

Fig. 1. Bootstrap sampling.

III. EXPERIMENTAL PROCEDURES

This section presents the experimental procedures employed
to evaluate the proposed system. To assess the model general-
ization performance, a k-fold cross-validation [21] procedure,
with k=10, was used during the experiments. Thus, all the
paper results are the average throughout the folds.

For training purposes, the positives samples are 27 × 27

blocks centered on the ground truth and its 8-connected
neighbors, producing 9 positives samples per image. The
negative samples are the remaining 27 × 27 blocks centered
on points inside the Region of Interest (section III-C). Note
that there are many more negative than positive samples. To
assess the effect of the class unbalance, experiments keeping
the classes unbalanced or balancing them were conducted.
To balance the classes, only 9 negative samples were chosen
randomly, producing only 18 samples per image (9 positive
and 9 negative). The detection was performed in a sliding
window fashion using blocks of 27× 27 pixels.

A. Datasets

Two datasets were used in this work: the BioID [22] and
the LFPW [23]. The BioID is composed by 1521 gray level
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images, with a resolution of 384× 286 pixels, of 23 subjects
in frontal pose. This dataset has images of individuals with
closed eyes, wearing glasses, multiple face scales, rotations
and expressions, and variation of illumination and background.
Due to these facts, the BioID can be seen as a challenging
database. This dataset is contains two files for each face, one
containing the center of the eyes coordinates, and another one
containing 20 landmarks, including the center of the eyes.

The Labeled Face Parts in the Wild (LFPW) is composed
of 1300 images downloaded from the Internet through search
websites using simple text queries. This database presents
a wide range of illumination, pose, facial expression, and
resolution, making the LFPW a highly challenging dataset.
A set of 29 manual annotated landmarks is provided.

B. IPD with Modified Discriminant Function

The constraint imposed by the discriminant function in
Equation (1) assumes orthogonality between classes. However,
such orthogonality is unlikely in real world data. Therefore,
the output can assume any real value. As result, the IPD has a
high false positive error rate in its original formulation, making
it weakly correlated with the desired class. Hence, the IPD
may be seen as a weak classifier. In this work, IPD values
were forced to lie in {−1, 0, 1} by using a sign function. This
yields the following discriminant function:

sign

(
hT
A1

xi

)
=


1, if (hT

A1
xi) > 0

0, if (hT
A1

xi) = 0

-1, if (hT
A1

xi) < 0.
(3)

C. Pre-processing

All images were pre-processed before the training and test
procedure. First, the face is localized using a Viola-Jones [24]
detector implementation provided by OpenCV. Once detected,
the faces were scaled to 100 × 100 pixels to reduce the
scale change effect. Then, in order to provide illumination
robustness to the system, the face images had their illumination
normalized following the approach presented in [25].

The search area was limited to a region called Region of
Interest (RoI) with the purpose of reducing computational
complexity. We learn the RoI from the ground truth of
the training set, provided with the dataset. Assuming that
the feature location is a random variable P , with Gaussian
distribution, mean µP , and covariance ΣP , the Mahalanobis
distance d can be computed for each position p of the N

images from training set, according to Equation (4).

d =

√
(p− µP)

T Σ−1P (p− µP). (4)

The RoI is the elliptical region bounded by the training
sample that maximizes the Mahalanobis distance dmax with
5% of tolerance. A candidate point pc is considered inside the
RoI when the Equation (5) is satisfied

(pc − µP)
T Σ−1P (pc − µP) ≤ (1.05dmax)

2. (5)

D. Training and Test

During the training phase, B training sets Xb are generated
by drawing samples at random with replacement from the
original training set XL. Each of these Xb sets are used to
generate a classifier, producing B classifier instances.

Once all classifiers have been trained, they are aggregated
producing an ensemble classifier [16]. Then, a test sample
is classified as the class which received the majority of
votes from the ensemble. Thus, each sample from test set is
classified by all classifiers.

During both training and testing phases, the average of
each bootstrap training set used to generate each classifier was
subtracted from all samples. It is important to point out that
the parameters P (A1) and µA1

, used to compute the classifier,
were calculated considering each bootstrap set.

The training and test datasets were composed by 1/10 and
9/10 images of BioID and LFPW databases, respectively. As
mentioned previously, a 10-fold cross validation procedure
was applied rotating the training and test datasets among
the 10 subsets of the whole database, which means that for
each experiment 10 different data training and tests were
evaluated providing a final experiment accuracy obtained from
the average accuracy of the 10 subsets evaluated.

E. Post-processing

The Bagging IPD output is one or more points on each
image where the pattern was recognized by the majority of
classifiers. The cases that the system outputs multiple points
may be helpful when the Bagging IPD is used as previous step
for another method [18] or when it is desirable to keep only
the most likely candidates. However, in this work, a single
output point is desirable. Then, a post-processing scheme was
used in order to produce such point.

Let XR be the xi points set that have been classified
as positives by the majority of the B classifiers, the final
estimated point p̂f is that one that has the highest IPD mean
value, according to Equation (6). This process is showed in
Figure 2.

p̂f = argmax
xi∈XR

(
1

B

B∑
b=1

hT
b xi

)
. (6)

F. Evaluation

In this work, the displacement between the ground truth and
system output is used as the evaluation criteria. This measure
is normalized by the interocular distance dio, computed from
ground truth. This procedure ensures that the performance
is not affected by the image scale. Then, a local and a
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Fig. 2. Block diagram of training and test methodology.

global metric were employed to assess the performance of
the method [8]. The local metric is defined by Equation (7)

e =
‖p̂f − pf‖
‖pr − pl‖

, (7)

where pr and pr are the manual annotations of right and
left pupils, respectively; p̂f is the fiducial point estimated by
the system and pf is the manual annotation of the fiducial
point being estimated. And the global metric employed is
(Equation (8))

eworst ≤
max(er, el)

dio
(8)

where er and el are the displacements between the estimations
for the right and left eyes and their ground truth, respectively,
and dio is the interocular distance.

In these measures, e ≤ 0.25 corresponds to the distance
between the center and the corner of the eye; e ≤ 0.10

corresponds to iris diameter; and e ≤ 0.05 corresponds
to pupil diameter [26]. These distances are represented in
Figure 3.

IV. RESULTS AND DISCUSSION

Table I presents the best results for both databases with
balanced and unbalanced classes with tolerance of e ≤ 0.10.
It is clear that the experiments with unbalanced classes reached
better results than the experiments with balanced classes. This
is due to the fact that the IPD classifier uses the statistics of
the training set. Given these results, the unbalanced classes
configuration was employed on the experiments that follow.

Figure 4 shows some pre-processed images from both BioID
(at the top row) and LFPW (at the bottom row) with the

dio

pr pl

0.05dio 0.10dio 0.25dio

Fig. 3. Interocular distance.

TABLE I
BEST RESULTS OF BALANCED AND UNBALANCED CLASSES FOR e ≤ 0.10.

BioID LFPW

Balanced
Classes

Unbalanced
Classes

Balanced
Classes

Unbalanced
Classes

Right
Eye 94.76± 1.43 98.02± 1.04 66.04± 4.51 81.61± 5.40

Left
Eye 95.51± 1.54 94.48± 2.49 72.03± 7.41 85.22± 4.31

detection result (red crosses) and ground truth (green circles)
superimposed.

To assess the effect of the bagging procedure on the
resulting classifier performance, ensembles of sizes of up to 60
classifiers were produced. Due to the lack of space, Table II
only show the resulting accuracy for 1, 5, 10, 25, 50 and
60 classifiers, for a tolerance of e ≤ 0.10. One can notice

Fig. 4. Some results from both BioID (at the top row) and LFPW (at the
bottom row) datasets. Green circles are the ground truth and red crosses the
automatic labels.
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that there is no improvement after five classifiers, which is
reasonable enough for detecting the eyes on static images.

TABLE II
RESULTS FOR NUMBER OF BOOTSTRAP REPLICATES FOR e ≤ 0.10.

BioID LFPW

#Classifiers Right
Eye

Left
Eye

Right
Eye

Left
Eye

1 97.96±0.96 94.41±2.83 81.61±5.40 84.45±5.41
5 98.02±0.99 94.41±2.64 80.66±5.43 84.60±4.53

10 97.96±1.11 94.35±2.66 80.19±5.28 84.60±4.59
25 97.96±1.11 94.28±2.61 80.03±5.62 84.28±4.48
50 97.89±1.18 94.21±2.53 79.87±5.56 83.97±4.64
60 97.89±1.18 94.21±2.53 79.56±5.61 83.97±4.64

TABLE III
PERFORMANCE COMPARISON BETWEEN DIFFERENT METHODS ON BIOID

AND LFPW DATASETS FOR e ≤ 0.10.THE BEST AND OUR RESULTS ARE IN

BOLD. § VALUES PROVIDED BY [12].

BioID LFPW

Method Right
Eye

Left
Eye

Right
Eye

Left
Eye

Valstar et al., 2010§ [5] 79.1 75.8 78.2 92.8
Sun et al., 2013§ [11] 99.9 100.0 99.1 99.4

Li et al., 2015 [12] 98.1 98.2 96.8 96.9
Araujo et al., 2017 [20] 97.6±1.1 93.9±1.6 80.7±5.7 77.5±5.7

Bagging IPD 98.02±1.04 94.48±2.49 81.61±5.40 85.22±4.31

Table III shows a comparison with methods found in the
literature for the two datasets. In these experiments, the eyes
were considered correctly detected if e ≤ 0.10. Our results
were obtained with 6 classifiers for both eyes, on BioID; and,
1 and 14 classifiers for right and left eyes, respectively, on
LFPW. These numbers were chosen considering the number
of classifiers which provided the best cross-validation perfor-
mance in each case. The accuracy of the proposed approach
on the BioID dataset is competitive, even when compared
with global methods [11], [12] (which is more evident when
we consider the standard deviation of our methods). It is
also important to note that the methods presented in these
two works are using deep neural networks. Since LFPW is
a challenging in-the-wild dataset, presenting large variations
in pose, illumination, facial expression, and occlusion, the
decrease in accuracy on this dataset was expected. This occurs
because IPD is not robust against such variations, as the filter
represents the pattern of interest. The bootstrap procedure
makes the Bagging IPD more robust against such problems,
given the variability among the filters. This can be seen as the
Bagging IPD performs slightly better than the single IPD on
the LFPW dataset. Nevertheless, these results are acceptable
for a fast method on such a challenging dataset, which implies
that the proposed system can be used as an initialization
technique for some global method. A deeper discussion on

the computational complexity of the methods with higher hit
rate is provided later in this section.

Table IV compares the proposed methods with other meth-
ods on the BioID dataset using the eworst metric. These
comparisons can be considered as fair if we regard each
method as a black box even though the training and testing
procedures may differ among them. The proposed method
achieves competitive results, specially taking into considera-
tion its low computational complexity when compared to other
entries of Table IV, which are global methods.

In Table V, the Bagging IPD is compared to other meth-
ods regarding their computational complexity and execution
time. Given its simplicity, the IPD is the fastest, although
implemented in Matlab and executed in a Intel® Core™ i5-
7200U CPU at 3.1 GHz with 8 GB of DDR4/2133 MHz RAM
memory. However, one should note that the execution time
in terms of FPS is merely illustrative, since the algorithms
were implemented in different languages and were executed
in different machines. On the other hand, the computational
complexity is a more useful indicator of the speed of our
method. The complexity of Bagging IPD is proportional to
the ensemble size. Thus, it is possible to achieve a compro-
mise between accuracy and computational cost. Note that the
implementation of Bagging IPD has complexity even smaller
than [6].

It is also important to point out that, considering the
standard deviations in tables I to IV, one can note that there
is a large intersection between the results. For instance, the
statistical relevance Z-test have shown that the Bagging IPD
and the results in Markus et al. [6] are statistically the same,
with a p-value of 0.22. The similarity between the Bagging
IPD and the remaining methods are not so high, but the
intersection between their standard deviations are still large.

TABLE IV
PERFORMANCE COMPARISON BETWEEN DIFFERENT METHODS ON BIOID
DATASET. THE BEST AND OUR RESULTS ARE IN BOLD. (–) INDICATES THE

CASES IN WHICH THE AUTHORS DID NOT PROVIDE RESULTS.

Method e ≤ 0.05 e ≤ 0.10 e ≤ 0.25

Wu and Ji, 2014 [13] – – 98.12
Markus et al., 2014 [6] 89.9 97.1 99.7
Ren et al., 2014 [10] 77.08 92.25 98.99

Chen and Liu, 2015 [7] 88.79 95.20 98.98
Araujo et al., 2017 [20] 88.3 92.7 98.9

Bagging IPD 87.9 93.3 98.6

V. CONCLUSION

In this paper, we propose a method to precisely locate eyes
in static face images. To do so, we employed a combination
of two techniques. One is the bootstrap aggregating (bagging)
to generate multiple training sets. Each set is utilized to
train an instance of the Inner Product Detector (IPD). Since
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TABLE V
COMPARISON OF THE IPD TIME COMPLEXITY WITH THOSE OF OTHER METHODS. SPEEDS ARE GIVEN IN FRAMES PER SECOND (FPS) [20]. FOR THE

IPD, IT WAS CONSIDERED B=5 CLASSIFIERS WITH SIZE k=27 AND FACES WITH SIZE N=100. IN [6], p = 31 IS THE NUMBER OF RANDOM

PERTURBATIONS, T = 100 IS THE NUMBER OF TREES WITH DEPTH d = 10 AND M = 5 IS THE NUMBER OF MULTI-SCALE ENSEMBLES. IN [11], Bl , Nl

AND kl DESCRIBE THE NUMBER OF FILTERS, THE INPUT DIMENSION AND THE OUTPUT DIMENSION FOR THE lth LAYER.

Method Computational complexity FPS Language CPU

Sun et al., 2013 [11] O
(∑

l Bl−1BlN
2
l k

2
l

)
8.33 C++ 3.3 GHz

Li et al., 2015 [12] O
(
3N2 logN + 4N

)
10.5 MATLAB 3.3 GHz

Markus et al., 2014 [6] O(pTdM) 4.2 C 3.4 GHz
Araujo et al., 2017 [20] O(kN log(kN)) ∼350 MATLAB 3.1 GHz

Bagging IPD O(BkN log(kN)) ∼70 MATLAB 3.1 GHz

each classifier provide a different output, we proposed a new
discriminant function based on the highest IPD mean obtained
from the samples positively recognized by the majority of
the classifiers. We also compare our method to the state
of the art on the BioID and LFPW datasets, which have
large variations in pose, illumination, facial expression, and
occlusion (when the subject is wearing glasses and/or with
closed eyes). We have shown that the proposed method is
fast, can be parallelized and achieves competitive results, even
when compared to recent methods employing deep neural
networks. As future work, we plan to have multiple landmarks
detectors working together to perform global face alignment
in still imagens and perform traking in video sequences.
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