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ABSTRACT 

It is well known that the conventional ways to capture the 
light around us are limited and thus provide a limited user 
experience, notably in terms of parallax capabilities. As this 
has been preventing 3D systems to explode in the market, 
significant advances are emerging in terms of light capturing 
technologies among which is relevant to highlight the so-
called light field cameras which capture a richer 
representation of the visual scene by measuring the light 
intensity for each direction and for each pixel position. 
Considering the huge amount of light intensity data involved, 
efficient compression becomes a must. In this context, this 
paper addresses the light field coding challenge by using 
available image coding standard solutions. With this target in 
mind, this paper proposes first a compression performance 
assessment methodology and presents after the compression 
performance of the direct, fully compatible usage of the main 
image coding standards available, notably JPEG, JPEG 2000, 
H.264/AVC Intra and HEVC Intra for a representative set of 
light field images.  While the expected conclusion is that 
HEVC Intra is the most efficient codec, other less expected 
conclusions emerge. 

 
Index Terms — Light fields, image coding, assessment 

methodology, codecs benchmarking 

1. INTRODUCTION 

Light field photography is a new technology that adds 
outstanding features and functionalities to conventional 
(digital) photography trying to bring the users more realistic, 
immersive and interactive experiences. Among the main 
added functionalities are the possibilities of a posteriori 
varying the focus and slightly changing the perspective of the 
rendered images after the light field image is taken; this added 
value for the user justifies the recent growth in popularity of 
this emerging imaging technology/modality. 

Light field imaging captures not only information about 
the intensity of light on an image plane but also information 
about the direction of the light rays in space. These are 
acquired with a light field camera, typically consisting of an 
array of micro-lenses placed in front of an otherwise 
conventional image sensor. The camera models currently 
available in the consumer market generate large raw 
uncompressed files, since information about the direction of 

the light rays is also captured [1]. While light fields may be 
coded with available standard image coding solutions, these 
solutions are not able to exploit the new type of redundancy 
in the light field data associated to the almost periodic pattern 
of the images formed by the micro-lenses, also referred to as 
micro-images. This drives the development of specific coding 
solutions which are starting to appear in the literature, and are 
able to better exploit the data redundancy among the micro-
images. However, an important step towards the development 
of novel light field specific coding solutions is the 
performance assessment of available image coding standards 
when applied to this type of data. This is essential to 
understand if novel, more specific light field coding 
technologies are worthwhile targets. However, considering 
the new processing chain and the key role of rendering, 
notably targeting conventional displays, novel compression 
performance assessment methodologies are also required.   

In this context, this paper proposes first a methodology for 
the assessment of light field compression performance. This 
methodology is here used to benchmark the compression 
performance of the direct, fully compatible coding of 
demosaiced light field images using the main image coding 
standards available. This performance assessment will 
consider two relevant rendering scenarios: with multiple 
perspectives and multiple focuses. 

The remaining of this paper is organized as follows. 
Section 2 briefly describes how the light field images are 
acquired and processed, whereas the complete proposed 
compression performance assessment methodology is 
explained in Section 3. Sections 4 and 5 describe the test 
material and the coding and rendering conditions for the 
performance assessment benchmarking process. The 
performance results are discussed in Section 6 and final 
remarks are presented in Section 7.  

2. LIGHT FIELD ACQUISITION AND PROCESSING 

The light field images to be used in this paper were selected 
from the MMSPG-EPFL Light Field Image Dataset [2]. 
These images were acquired using a Lytro Illum camera, and 
thus are available in the LFR (light field raw) format as 
defined by Lytro [1]. The raw image data in the LFR file is 
the output of the camera sensor, which is overlaid with a 
Bayer filter with ‘GRBG’ alignment with a resolution of 
7728×5368 samples. A demosaicing process is required to 
obtain the color information from the sensor data. In practice, 



this demosaicing process takes the raw data above and 
generates an RGB image with the same resolution. 

The software used to extract the light fields from the LFR 
files was the Light Field Toolbox v0.4 (LFT software) kindly 
made available by D. Dansereau [3][4]. This software was 
slightly modified from its original version to allow accessing 
the individual RGB image components obtained after the 
demosaicing step. In practice, the process of obtaining a 
specific view to be shown in a conventional 2D display from 
the full light field image involves two main stages, as shown 
in Fig. 1: 
1. Demosaicing - The first stage receives as input the LFR 

raw image and provides as output the RGB image 
resulting from the unpacking and demosaicing processes. 

2. Rendering - The second stage receives as input the 
demosaiced RGB image and provides as output a 
rendered (2D) view, e.g. for a specific user selected focus 
or perspective. The LFR file includes some metadata, 
notably a gamma correction parameter which use is 
optional. In this work, the value used for the gamma 
correction was 2.4. 

 
Fig. 1. Stages to render multiple focus and perspective views from 

the full light field image with the LFT software. 

 
The full processing flow, depicted in Fig. 2, includes the 

following steps: 
• The input to the processing chain is the LFR image 

provided by the Illum camera which is processed by the 
LFT software first stage to create a single precision 
floating point RGB demosaiced image with a resolution 
of 7728×5368 pixels. 

• As for the usual reasons the available coding software 
requires YUV input images, the demosaiced RGB image 
is converted to the YUV color space using an 8-bit 
unsigned integer representation. 

• In this work, the Y component of the demosaiced image 
is encoded and decoded using each one of the codecs 
listed in Section 4. The size of the encoded stream 
becomes the rate for the following RD performance 
analysis. 

• After decoding, the resulting Y component is used to 
create a YUV image by setting the chrominance 
components to 128. This is performed in order to allow 
converting the image back to RGB using single precision 
floating point. This YUV to RGB conversion is needed as 
the LFT software to be used for rendering only accepts 
RGB light field images.  

• The LFT software second stage provides as intermediate 
output a matrix with the full set of perspective rendered 
views, which is a 4D array with a 15×15 matrix of sub-
aperture RGB images each with a 625×434 pixels 
resolution. In this case, each sub-aperture image is 
composed by the pixels in the same corresponding 
position from all the micro-images [4]; the creation of 
each sub-aperture image corresponds to a perspective-
shifted view of the scene with extended depth of field. 
This stage is illustrated in the bottom part of Fig. 1.  

• From the sub-aperture image, the multi-perspective and 
multi-focus 2D images will be rendered. In this case, the 
sub-aperture images are taken as the rendered perspective 
views and no further rendering is performed to obtain 
higher resolution perspective views. The multi-focus 
images are obtained with a rendering algorithm controlled 
by a single (focal shift value) parameter. 

3. COMPRESSION PERFORMANCE ASSESSMENT 
METHODOLOGY 

In the new imaging scenario here addressed, the (decoded) 
light field assumes the role of a ‘treasure arc’ from which 
multiple views, and even types of views, may be rendered.  In 
this context, the usual (single view) compression 
performance methodologies cannot be used. It is also not very 
meaningful to use any quality metric for the decoded light 
field image as this information is never displayed. This is the 
motivation to propose in this section a new compression 
performance assessment methodology considering two main 
rendering cases: i) multiple perspectives; and ii) multiple 
focuses. In this paper, the demosaiced light field images are 
directly coded with standard coding solutions.   

3.1 Multi-Perspectives Case 

The assessment methodology for multi-perspectives 
rendering consists basically in assessing the quality of the 2D 
rendered views for multiple perspectives by comparing the 
views rendered from the decompressed (demosaiced) light 
field image with the same views rendered from the original 
(demosaiced, non-compressed) light field image. To assess 
only the coding impact and not the (critical) rendering impact, 
the rendering process is precisely the same for both the 
compressed and uncompressed light fields.  

Using the processing flow described in Section 2 to obtain 
the rendered views for the various perspectives, the 
compression performance assessment methodology works as 
follows: 

1. Coding/Decoding - Code and decode the demosaiced 
light field image using the codecs under assessment with 
several distortion/quality levels. 

2. Perspectives selection - Select a significant number of 
representative perspectives to avoid biasing by a single 
or small number of perspectives; in what follows nine 
views will be used. 

3. Views rendering - Using the original, non-coded light 
field, render the views for the set of perspectives selected 
in the previous step; repeat the process for the decoded 
light field.  
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4. Distortion computation - For each rendered 
perspective, compute the distortion introduced by the 
codecs using the PSNR as quality metric; alternative 
quality metrics may also be used. The distortion is 
computed as the difference between the rendered views 
using the original and decoded (demosaiced) light fields. 
Note that both the original and decoded light fields are 
subject to the same color space transformations, 
precision conversions and rendering process. It is 
understood that the PSNR may not be the best quality 
metric to use here as for other situations in the past, but 
there is currently no literature on more appropriate 
quality metrics for this type of assessment. This 
challenge is very similar to the quality assessment which 
has to be performed for the synthesized views in a depth-
based image rendering (DBIR) context. 

5. RD points - Compute the average PSNR for the set of 
selected rendered views for each selected distortion level 
and define a rate-distortion (RD) point using the 
associated average rate and average PSNR. Thus several 
RD points are created defining an RD curve associated 
to the distortion/quality levels selected in Step 1. 

 
Fig. 2. Overall processing flow diagram towards the RD 

performance assessment. 

3.2 Multi-Focus Case 

The compression performance assessment methodology for 
the multi-focus case is analogous to the multi-perspective 
case presented above. The only difference is in the views 
rendering process, which is now responsible for creating 
views with multiple focus points using the sub-aperture 
images, as shown in Fig. 1. These rendered views with 

various focus planes are obtained by combining pixels from 
different sub-aperture images. Naturally, the perspectives 
selection step (step 2) in the performance assessment 
methodology proposed above is replaced in the present case 
by the selection of a set of relevant focus points. To be 
meaningful, this set is dependent on the particular image 
content. In principle, each focus view should have the focus 
adjusted to a different depth, preferably corresponding to a 
given object in the image. Finally, the average distortion in 
Step 5 above is computed as the mean of the PSNR for the 
selected rendered multiple focal planes views, typically 2 to 
4. 

4. LIGHT FIELD TEST MATERIAL 

For the target performance assessment, six light field images 
have been selected from the MMSPG-EPFL Light Field 
Image Dataset taking into account the scene content [2]. It is 
desirable that a given scene includes objects at different 
distances from the camera so that the processes of refocusing 
and perspective shifting are able to generate images 
reasonably distinct from each other. The presence of complex 
textures or some other high frequency content, which are 
suitable for artifact characterization, is also desirable. Fig. 3 
shows thumbnails of the selected light field images.  

 

   
a) b) c) 

   
d) e) f) 

Fig. 3. Light field test images: (a) Bikes; (b) Desktop; (c) Flowers; 
(d) Friends 1; (e) Magnets 1; (f) Stone Pillars Outside.  

5. STANDARD CODING SOLUTIONS AND TEST 
CONDITIONS 

There are in practice four main approaches to code light field 
images: the direct usage of available coding standards; the 
usage of available coding standards after some preliminary 
data restructuring [5]; the extension of available coding 
standards with additional coding modes [6]; and the 
development of novel coding solutions. In this work, the first 
coding approach is studied, where available image coding 
standards are used in a fully compatible way, without taking 
advantage of the specific light field data structure. While this 
is the simplest approach, it defines the RD performance 
starting point which is critical to define the best future 
research strategy, if significantly higher RD performances are 
targeted. This section presents the standard coding solutions 
whose performance will be benchmarked along with the used 
coding and rendering settings. 
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5.1 Test Conditions: Coding 

The standard coding solutions assessed include both image 
coding standards such as JPEG and JPEG 2000 as well as the 
Intra coding configurations of video coding standard such as 
H.264/AVC and HEVC. Here a fully compatible coding 
approach is always assumed meaning that these coding 
solutions are directly applied to the demosaiced light field 
image. The selected coding solutions are: 
1. JPEG – The software used for JPEG encoding and 

decoding was the FFMPEG v2.1.8 software [7]. The 
software default settings were used. The RD points were 
obtained varying the quantization input parameter “q” in 
the range 1-31. 

2. JPEG 2000 - The software used for JPEG 2000 encoding 
and decoding was the Kakadu v7.6 software [8]. Again 
the default software settings were used. The RD points 
were obtained setting the desired rate by adjusting the 
input parameter “r”. 

3. H.264/AVC Intra - The H.264/AVC implementation 
used was the Reference Software JM v18.6 [9] configured 
in the High Profile. The RD points were obtained varying 
the quantization parameter in the range 1-51 using a step 
of 2. 

4. HEVC Intra - The HEVC implementation used was the 
Reference Software HM v16.3 [10] configured in the 
High Profile. As for H.264/AVC, the different encoding 
qualities were obtained varying the quantization 
parameter in the range 1-51 using a step of 2. 
 

5.2 Test Conditions: Rendering 

For the multiple perspectives performance assessment, 9 
perspectives were selected as shown in Fig. 4. The typical 
vignetting effect corresponding to the gradual darkening of 
the pixels near the edges of each micro-image, causing a 
similar effect in the sub-aperture images may be observed in 
Fig. 4. For the multiple focuses performance assessment, 
three focal views for each image were produced. Table 1 
contains the focal shift values used in the LFT software to 
define the focal points relevant for each selected test image; 
these focal shifts values were selected after extensive manual 
trials to reach focus at semantically relevant positions within 
each image. While smaller values result on refocusing closer 

to the camera, larger values result on refocusing farther from 
the camera. The shift values may be negative to indicate that 
the new focus depth is smaller than the original one, defined 
by the camera lenses.  

6. PERFORMANCE RESULTS AND ANALYSIS 

The performance results obtained for the six selected light 
field images are presented and discussed in the sequel, first 
for the multi-perspective case and then for the multi-focus 
case. Due to length constraints, all results will only consider 
the luminance component. 

Table 1: Focal shift values used to create relevant multiple focal 
points for the selected light field images. 

Light field 
image 

Shift 
values Focused object 

Bikes 
-0.4 Closest bike tire 

0 Closest bike tire brakes 
0.5 Farthest bike tire 

Desktop 
-0.7 Pen 

0 Pencil case 
0.3 Computer screen 

Flowers 
-0.5 Closest flowers 

0 Intermediate flowers 
0.2 Farthest flowers 

Friends 1 
-0.15 First woman in the queue 

0 Second woman in the queue 
0.2 Last man in the queue 

Magnets 1 
-0.5 Closest magnet toy 

0 Intermediate magnet toy 
0.4 Farthest magnet toy 

Stone Pillars 
Outside 

-0.28 Closest baluster 
-0.13 Intermediate baluster 

0 Farthest baluster 

 

6.1 Multi-Perspectives Case 

For each light field image, the following performance results 
have been computed: 
• RD curves for the nine selected perspective views 

indicated in Fig. 4 for each coding solution assessed; 
• Average RD curve for the nine selected views, for each 

coding standard; 
• Average RD curves considering all light field images, for 

all coding standards assessed; 
• Average RD for all light field images tested, for each 

coding standard. 
Fig. 5 shows the RD performance comparison of the nine 

perspective views for the JPEG codec for the light field image 
Bikes. The results for the other test light field images and 
codecs present a similar behavior. Regarding the multi-
perspectives RD performance, it is possible to derive the 
following conclusions: 
• For a given light field and coding solution, the curves for 

the various perspective views have similar behavior. 

  
Fig. 4. Light field image displayed as a mosaic of sub-

aperture images (left) and positions selected for the multiple 
perspectives rendering (right). 
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• For the higher and lower bitrates, the distortion values for 
the various views are very close; however, for the 
intermediate bitrates, the quality differences between 
views are larger, although never larger than 3dB for the 
light field images tested. 

• In general, the perspective views farther from the central 
view (viewpoints 1, 3, 7 and 9 shown in Fig. 4) show 
worse RD performance. This fact can be explained by the 
vignetting effect since the views farther from the central 
view are darker and usually noisier.  

Fig. 6 allows comparing the average RD performance for the 
nine selected perspective views for each used codec for the 
Desktop light field image. These results are also summarized 
in Table 2 which includes the compression gains obtained for 
the six test light field images measured as the bitrate savings 
(in %) of each codec taking as reference the JPEG standard 
and using the well-known Bjøntegaard Delta rate (BD-rate) 
metric [11]. As expected, the BD-rate results confirm the 
superiority of HEVC Intra, followed by JPEG 2000 and, 
finally, H.264/AVC Intra. 

Table 2: BD-rate (%) for the various codecs with respect to JPEG 
for multi-perspective rendering. 

 Codecs 
Images JPEG 2000 H.264/AVC HEVC 
Bikes -34.93 -33.52 -52.55 

Desktop -52.98 -45.01 -60.07 
Flowers -44.51 -33.29 -51.38 

Friends 1 -48.53 -40.57 -57.13 
Magnets 1 -61.47 -59.68 -64.92 

Stone Pillars  -44.30 -34.63 -49.11 

 
Fig. 7 shows the average RD performance for the HEVC 

Intra codec considering all test images. The results for the 
other assessed codecs presented similar behavior. The results 
allow the following conclusions: 
• For all codecs, the light field image Magnets 1 achieves 

the best average RD performance. This may be justified by 
the very large homogenous background and the lack of 
high frequencies. 

• A good result is also obtained for the light field image 
Desktop, which also has significant homogenous 
background. This light field image has some more details 
than Magnets 1, notably associated to the computer surface 
and screen. 

• The worst average RD performance for all codecs tested is 
obtained for the light field image Flowers. This light field 
image has very complex background and foreground, with 
fine details and textures, thus rich in high frequencies. 
In summary, HEVC Intra is clearly the most efficient 

codec although, naturally, the specific RD performance 
depends on the light field image content. Moreover, the RD 
performance may depend on the perspective selected but this 
difference is mostly relevant for the intermediate bitrates. 
Anyway, from all codecs tested, this difference is the smallest 
for HEVC Intra. 

6.2 Multi-Focus Case 

For the multi-focus rendering case, the same results as above 
have been obtained. These results allow observing: 

 
Fig. 5. JPEG RD performance for the 9 
selected perspective views: Bikes light 

field image. 

 
Fig. 6. Average RD performance 

comparison (perspective views) for 
various codecs: Desktop light field 

image. 

 
Fig. 7. HEVC Intra average RD 

performance comparison for all selected 
light field images: perspective views. 

 
Fig. 8. JPEG RD performance for 3 focus 

views: Desktop light field image. 
 

 
Fig. 9. Average RD performance 

comparison (focus views) for various 
codecs:  Friends 1 light field image. 

 
Fig. 10. HEVC Intra average RD 

performance comparison for all selected 
light field: focus views. 
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• Changing the specific object in focus may have a 
significant impact on the RD performance. Differences up 
to 4 dB are observed for the focus views of the light field 
image Desktop when coded with JPEG. These differences 
are related to the specific content in each focused view, 
notably the size and content of the area in focus. 

• The focus views do not necessarily have the same relative 
RD performance for all codecs. For example, for the 
Desktop image, the shift=0 rendered view has an RD 
performance close to the shift=0.3 rendered view for JPEG 
2000, H.264/AVC Intra and HEVC Intra codecs. 
However, for JPEG, the same view has an RD 
performance closer to the shift=-0.7 rendered view. These 
relative behaviors are difficult to explain but depend 
naturally on the image content and on the specific 
rendering algorithm, which tends to implicitly perform 
some kind of filtering. 
Fig. 8 allows comparing the average RD performance for 

the three rendered focus views using JPEG for the Desktop 
light field image. Analyzing these results for this and the 
other images, the conclusions are: 
• For the multi-focus case, the PSNR obtained for a specific 

rate for all coding solutions is higher than for the multi-
perspectives case, as can be seen by comparing it to Fig. 
5; this depends on the image content and the rendering 
algorithm.  

• For JPEG, the worst PSNR obtained is around 45dB, and 
almost no visible artifacts are generated. For HEVC Intra 
and JPEG 2000, the lowest PSNR is approximately 35 dB. 
Finally, for H.264/AVC Intra, the lowest PSNR is 25 dB. 
Anyway, this depends on the specific distortion control of 
each codec. 
Fig. 9 shows the average RD performance over the focus 

views for the Friends 1 light field image when using various 
codecs; this and equivalent results for other images allow 
concluding:   
• Once again, HEVC Intra has the best average RD 

performance for all light field images. JPEG 2000 
outperforms H.264/AVC Intra more clearly than for the 
multi-perspective case. 

• In general, JPEG is outperformed by all other coding 
solutions, for all test images. Surprisingly, for the higher 
qualities, JPEG often achieves better RD performance 
than H.264/AVC Intra, and for Friends 1, it even 
approaches the HEVC RD performance. 
The results obtained for the average RD performance for 

the multi-focus case (see results for HEVC Intra in Fig. 10) 
are similar to those obtained for the multi-perspective case, 
and allow concluding: 
• Again, the light field Magnets 1 achieves the best average 

RD performance for all codecs due to its already stated 
characteristics. A good result is also obtained for the light 
field Desktop, which also has significant homogenous 
background. 

• The worst average RD performance for all codecs tested 
is again for the light field image Flowers. The fine details 
and the high frequency rich textures generate more 
artifacts when coding is applied. 

Table 3 summarizes the results obtained for all images 
and codecs, again using the BD-rate metric. The results 
confirm the superiority of HEVC Intra, followed by JPEG 
2000, H.264/AVC Intra, and finally JPEG. 
Table 3: BD-rate (%) for the various codecs with respect to JPEG 

for multi-focus rendering. 

 Codecs 
Images JPEG 2000 H.264/AVC HEVC 
Bikes -25.06 -15.21 -38.63 

Desktop -41.42 -24.99 -44.67 
Flowers -40.38 -12.90 -37.3 

Friends 1 -11.49 -10.09 -30.66 
Magnets 1 -55.80 -25.43 -58.98 

Stone Pillars  -29.80 -6.44 -35.78 

 
7. SUMMARY AND CONCLUSIONS 

This paper proposes a performance assessment methodology 
for light field image compression and reports the performance 
of available coding standards when used to directly code light 
field images, which are after rendered at multiple 
perspectives and focal points. It is expected that these results 
may allow the research community to better understand the 
RD performance of available coding standards and thus better 
define the future research trends for light field imaging 
coding, e.g. just extending available coding standards or 
developing novel coding solutions. 
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